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Abbreviations and terms
FR

Functional Requirement

ICT

Information and Communication Technologies

IoT

Internet of Things

NR

Non‐functional Requirement

OWL

Web Ontology Language

SWAMP

Smart Water Management Platform

VE

Virtual Entity

SPL

Software Product Line

LoRaWAN

Low Power, Wide Area (LPWA) networking protocol

WiFi

WIreless FIdelity IEEE 802.11 protocol

ZigBee

IEEE 802.15.4 protocol

Bluetooth

former IEEE 802.15.1 protocol

TLS

Transport Layer Security, RFC 5246

MQTT

Message Queue Telemetry Transport, ISO/IEC PRF 20922

HTTP

Hypertext Transfer Protocol, RFC2616

SNMP

Simple Network Management Procotol, RFC3416

JMX

Java Management Extension
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Executive Summary
SWAMP (Smart Water Management Platform) is a Europe‐Brazil cooperation project aiming at developing IoT
(Internet of Things) based methods and approaches for smart water management in precision irrigation
domain and to pilot the approaches in four places, two pilots in Europe (Italy and Spain) and two pilots in
Brazil. SWAMP aims at improving precision irrigation by increasing the awareness of the condition of the crop,
by monitoring the field based on crop status (size, growing phase) and environment (e.g., weather forecast)
and at adjusting the irrigation prescription map accordingly. The smart water management pilots aim at
guaranteeing that technological components are flexible enough to adapt to different contexts and to be
replicable in different locations and settings. The same underlying SWAMP platform can be customized to
different pilots considering different countries, climate, soil, and crops.
The SWAMP System Architecture presented here is the starting point for the design, implementation,
deployment, and tests of the SWAMP platform. The present document is an output of Task T1.1 (Architecture
design) within Workpackage 1 (Architecture and platform), whose primary goals are to design the SWAMP
system architecture, to integrate the extended IoT baseline (developed in Workpackage 2) and the water
management services (developed in Workpackage 3) into the SWAMP smart water management platform,
and to ensure plug‐and‐play deployment and low‐effort maintenance. This deliverable is also influenced by
the specification of the four pilots that are further detailed in Deliverable D5.1 (Pilot Specification). During the
development of the various components of the SWAMP Platform, different groups of consortium partners will
refine them so that they can implement the component’s functionalities. This is a distributed development
process and the experience deploying the SWAMP platform in the four selected pilots will generate important
feedback for the final SWAMP architecture and platform that will be documented in Deliverable D1.2 (Initial
SWAMP core platform), Deliverable D1.3 (Deployment and management services) and Deliverable D1.4 (Final
SWAMP platform).
This report covers functional as well as non‐functional aspects that are important to support the integration
of different tasks involved in this project. The design process of the architecture has been influenced by three
key elements: 1) the preliminary system model and architecture proposed in the DoA (Description of Action);
2) the requirement gathering process, and; 3) the intense discussions among consortium members in various
(face‐to‐face and virtual) meetings and other forms of digital communications. Also, the system architecture
both is influenced by and influences the specification of the pilots, which is a companion document of this
deliverable (D5.1). This document contains a summarized description of the four SWAMP pilots in order to
help readers to understand the design decisions of the architecture better.
The four SWAMP pilots focusing on smart water management aim at making sure that technological
components are flexible enough to adapt to different contexts and to be replicated in different locations and
settings. The same underlying SWAMP platform must require little effort to be customized to different pilots
considering different countries, climate, soil, and crops. Software Architectures have been discussed and used
for some time in the software engineering literature and they evolved over the years, adopting key concepts
such as stakeholder, views, and viewpoints. Also, Software Product Line and Feature Model have also a role to
play to improve the SWAMP Platform further, because they belong to a common methodology for families of
systems that share many features but are configured in slightly different ways for each deployment. Feature
models will be used in SWAMP for mapping requirements into the three categories of components, replicable,
customizable and application‐specific. In other words, in the next deliverables related to the SWAMP
architecture, concepts related to software product lines will be used.
The SWAMP Platform is being built on existing and new concepts and technologies, implementing the SWAMP
System Architecture, which may be flexible enough to deal with the needs of four different IoT pilots for smart
water management in precision irrigation located in three countries (Brazil, Spain and Italy). For making this
vision to come true, a scenario‐based architecture design and requirement gathering are being conducted to
match the needs of crops and farmers’ expertise with existing technological solutions. Here we introduce two
scenarios. The first scenario represents the center‐pivot with variable‐rate irrigation pilot to be deployed in
the MATOPIBA region in Brazil. The scenario captures both the farm and SWAMP Platform viewpoints and
D1.1 Initial SWAMP architecture specification
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represents a future vision and not the current situation. The second scenario represents the CBEC pilot,
focused on water distribution management. Water is conveyed from the Po River in Italy through a network
of open canals automated by a set of pumps, valves, gauges, and gates.
The SWAMP System Architecture identifies six stakeholders, namely system developer, system administrator,
irrigation operator, water distributor, agriculture expert, and drone pilot. These stakeholders play important
roles in the different views and viewpoints of the system. The context view represents the relationships,
dependencies, and interactions between the SWAMP system and its environment. The functional view
specifies how the system provides the required functionality by dividing the system into logical components
that each delivers a specific part of the system functionality. The information view represents a high‐level
overview of the information stored, manipulated and distributed by the SWAMP system. The communication
view addresses concerns related to the non‐functional requirements including low‐level interoperability and
performance. The deployment view describes the physical environment in which the system will be deployed.
Eventually, the operational view represents how the operation of the SWAMP system is supported when it is
running in the production environment.
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1. Introduction
1.1. Purpose and Context of this Deliverable
The primary objective of the SWAMP (Smart Water Management Platform) project is to develop IoT (Internet
of Things) based methods and approaches for smart water management in precision irrigation domain and to
pilot the approaches in four places, two pilots in Europe (Italy and Spain) and two pilots in Brazil. The key
challenges faced by SWAMP are:


Automating advanced platforms and integrating different technologies and solutions;



Reducing effort in software development by exploiting IoT, big data, cloud computing and artificial
intelligence;



Integrating heterogeneous sensors (also drones) for precision irrigation;



Providing flexibility and adaptability to different contexts and locations.

SWAMP aims at improving precision irrigation by increasing the awareness of the condition of the crop, by
monitoring the field based on crop status (e.g., size, growing phase) and environment (e.g., weather forecast)
and to adjust the irrigation prescription map accordingly. The smart water management pilots aim at
guaranteeing that technological components are flexible enough to adapt to different contexts and to be
replicable in different locations and settings. The same underlying SWAMP platform can be customized to
different pilots considering different countries, climate, soil, and crops.
The present document is an output of Task T1.1 (Architecture design) within Workpackage 1 (Architecture and
platform), whose main goals are to design the SWAMP system architecture, to integrate the extended IoT
baseline (developed in Workpackage 2) and the water management services (developed in Workpackage 3)
into the SWAMP smart water management platform, and to ensure plug‐and‐play deployment and low‐effort
maintenance.

1.2. Scope of this Deliverable
The SWAMP platform provides mechanisms for data acquisition from sensors, making decisions using a variety
of different techniques and changing system behaviour by sending commands to both automatic and human
actuators. A fundamental idea in SWAMP is to facilitate the replication of water management systems built on
top of its platform with minimum redesign and redevelopment.
This deliverable introduces the initial SWAMP System Architecture, which is the starting point for the design,
implementation, deployment and tests of the SWAMP platform. During the development of the various
components of the SWAMP Platform, different groups of consortium partners will refine them so that they
are able to implement the component’s functionalities. This is a distributed development process and the
experience deploying the SWAMP platform in the four selected pilots will generate important feedback for the
final SWAMP architecture and platform that will be documented in Deliverable D1.2 (Initial SWAMP core
platform), Deliverable D1.3 (Deployment and management services) and Deliverable D1.4 (Final SWAMP
platform).
This report gives an overview of the SWAMP project by presenting the concept, methodology and architecture
related issues. It provides a summarized description of the four pilots (that are further detailed in Deliverable
D5.1 Pilot Specification), along with some background knowledge on software architectures, software product
lines and IoT‐based smart water management in the precision irrigation domain. The report also specifies the
initial requirements (functional and non‐functional) that influenced the SWAMP architecture and it presents
some ideas on the deployment of the platform in the pilots. Eventually, the SWAMP System Architecture is
presented which include also the stakeholders and different views of the system.
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1.3. Deliverable Structure
The remainder of this document is organized into six chapters.



Chapter 2 (SWAMP Project Overview) introduces the initial concept, methodology, architecture and
the four pilots.
Chapter 3 (Background) provides an overview of some concepts, namely software architectures,
software product line and feature model, smart water management, the relationship between
SWAMP and the use of IoT in Precision Irrigation for Agriculture.



Chapter 4 (Requirements ) introduces the initial requirements that influenced the SWAMP
Architecture, both functional and non‐functional ones.



Chapter 5 (SWAMP Scenarios) develops some ideas regarding the implementation and deployment
scenarios of the SWAMP Platform in the pilots.



Chapter 6 (SWAMP System Architecture) identifies stakeholders and provides artifacts (diagrams) for
context, functional, information, communication, deployment and operational views. It also describes
perspectives that span several views.



Chapter 7 (Final remarks) presents the final thoughts about the Initial SWAMP System Architecture.
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2. SWAMP Project Overview
2.1. Concept and Methodology
The SWAMP project is developing a high‐precision smart irrigation system concept for agriculture depicted in
Figure 1. The fundamental idea is to enable optimizations of irrigation, water distribution, and consumption
based on a holistic analysis that collects information from all aspects of the system including even the natural
water cycle and the cumulated knowledge related to the growing of particular plants. It results in savings to
all parties as it guarantees the availability of water in situations where water supply is limited and also prevents
over‐ and under‐irrigation.

Figure 1: Precision Irrigation based on Smart Water Management

As depicted in Figure 1 we identify three broad phases in a water management system for agriculture:
 W1: Water reserve: water reserves coming from different sources such as rivers, lakes, dams, and aquifers,
which follow the natural water cycle.
 W2: Water distribution: water is transported from W1 to the final usage place (W3) through a network of
canals, pipes, pumps, valves, and gates. Water distribution may assume different configurations depending
on the region or country. In some places water resources are carefully used and controlled by a central
authority, like in many Italian locations.
 W3: Water consumption: in agriculture, one of the critical uses of water is irrigation, which can be
performed by different techniques. Irrigation (W3) is the principal objective of the SWAMP project.
The SWAMP platform provides mechanisms for data acquisition from sensors, making decision using a variety
of different techniques and changing system behavior by sending commands to both automatic and human
actuators. For Water Consumption (W3) SWAMP will provide real‐time responses for adapting irrigation as
crop conditions change. On the other hand, as changes in water distribution are performed in a different
timescale, the management loop for W2 will be longer. W2 and W3 management systems are integrated, as
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the estimation of water need and its usage trigger water distribution. The preliminary SWAMP Architecture is
divided into five layers, as depicted in Figure 2.

Figure 2: SWAMP Preliminary Architecture

 Layer 1: IoT Services: A variety of sensor and actuator technologies acquire soil, plant and weather
conditions to manage water effectively and efficiently.
 Layer 2: Virtual Entity and Data Storage: IoT Service descriptions are annotated with contextual metadata
about the physical environment to create Virtual Entity (VE) representations of the given physical entities.
The idea is to utilize distributed databases composed of cloud and fog nodes working together as one
single system for dealing with a massive amount of data coming from sensors and making them available
to the upper layers.
 Layer 3: Data Analytics: provides different components for context‐aware management supported by
cloud‐based big data analytics techniques. SWAMP will utilize existing baseline technologies to realize the
Layer 3.
 Layer 4: Water Data Management: builds application related middleware management services on top of
the generic data processing services provided by Layer 3. This layer decouples the irrigation‐related
business rules from applications providing an API for Layer 5 with a variety of algorithms, models, and
mechanisms for facilitating and streamlining the development and deployment of new pilots.
 Layer 5: Water Application Services: A multitude of data that is sensed, acquired, stored, and processed is
transformed into services that make sense to farmers. SWAMP initially will consider two types of water
application services, water distribution services, and water usage services (i.e., irrigation).
A fundamental idea in SWAMP is to facilitate the replication of water management systems built on top of its
platform with minimum redesign and redevelopment. Different layers of the architecture have components
that are more generic and thus easily ported to other pilots, whereas others are more application‐specific and
thus require new development efforts whenever a new pilot is conceived. When it comes to the
generality/specificity scale, the SWAMP architecture provides three categories of components: a) Fully
Replicable Services: Layers 1, 2 and 3 of the architecture are generic enough to allow them to be easily
D1.1 Initial SWAMP architecture specification
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replicable in different settings. Sensors, actuators and associated IoT Services vary according to the specific
application domain; b) Fully Customizable Services: Layer 4 provides services that are closer to the final
application and therefore must be aware of a level of detail that may vary for different techniques and models
of water distribution and irrigation. Those services may require being customized for every new pilot; c)
Application Specific Services: Services in Layer 5 address particularities of pilots. Given that parameters vary
considerably for different countries, regulations, climate conditions, crops and soils, those services usually
require more effort to be customized.

2.2. SWAMP Pilots
The SWAMP project is implementing four pilots, two in Brazil, one in Italy, and one in Spain.

2.2.1. Pilot: Smart Water Distribution (Italy ‐ CBEC)
The Consorzio di Bonifica Emilia Centrale (CBEC) is a reclamation consortium of the Emilia‐Romagna Region in
Northern Italy, responsible for the irrigation and water drainage of an area of nearly 3,130 km2 where most
water required for irrigation is withdrawn from the Po river (Figure 3). The water is distributed to the farms by
an intricate irrigation infrastructure composed of more than 3580 km of canals, more than 200 small streams,
six draining plants, and 72 pump stations with the capacity of 416 cubic meters per second.

Figure 3:Water distribution management pilot: open earth canal (left), manual operation (center) and
water intake (right)

The supply and irrigation network consist of open channels on earth. Relevant widths characterize the main
canals and therefore their filling for the irrigation season involves the use of substantial water volumes that
are not always recoverable for irrigation purposes. Water losses are due to evaporation and infiltration
through canal banks and bottom, as well as to the management of the irrigation network that requires the
filing of long canals stretches and several minor streams to accommodate farmer needs. Furthermore, the
irrigation network also acts as drainage network for the cultivated areas.
The SWAMP project aims at enhancing the overall system efficiency by acting at farmers and irrigation
consortium levels. At the farmer level, SWAMP provides a better estimation of water needs regarding both
amounts of water and time of delivery. This precise estimation can be achieved by the implementation of the
IoT infrastructure that enables the integration of ground‐based information with the weather forecast. The
evaluation of benefits regarding water consumptions and crop productivity is expected to be monitored by
comparing pilot areas with similar crops managed by the new and current procedures. At the consortium level,
the management of the irrigation network can benefit from the optimization of multiple water requests
ensured by the technological platform. The platform collects water needs adjusting the operational
management of canals network by merging detailed information concerning the water needs, weather
forecasts, and multiple requirements from farmers served by the same irrigation infrastructure. In particular,
the SWAMP project enables the monitoring, automation, and remote control of the major hydraulic
infrastructures, through which CBEC manages the water distribution within the irrigation district. The
renovation of the hydraulic infrastructures together with the implementation of the IoT platform and data
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analytics scheme is expected to enable a consistent enhancement on the water distribution management that
will persist even after the project life.

2.2.2. Pilot: Smart precision irrigation (Spain ‐ Intercrop)
This pilot is located in Cartagena, Spain, in the premises of Intercrop Iberica and addresses several challenges
of smart irrigation and water management of geographically distributed fields, aiming at demonstrating the
use of IoT sensor platforms and drones to achieve increased crop yield with optimal water usage with
minimum labour effort. Even though Cartagena is located on the coast, that is a dry area with a short rain
season with intense rains in just a few days. A considerable amount of water comes from a desalination plant,
which contributes to make it a scarce and expensive good. Farms are distributed over areas of roughly 30 km
radius in intensive cropping area. Growing period starts in early September and finishes by late April. Crops
are from different ranges such as lettuce, endive, spinach, herbs, and bay leaf. These farms are irrigated
separately through their proper reservoirs and irrigation systems. To demonstrate the effectiveness of the
methods, we selected the pilot site from the same area with control field that is using traditional irrigation and
monitoring methods. Irrigation system on the pilot field is managed using solenoid valves, and total water
consumption can be monitored via water meters. Facilities used in piloting are a local weather station, online
weather services, long life smart soil sensors, drone gateway, and real‐time cloud data analysis.
Pilot site is shown in Figure 4. The immediate closeness of the control fields gives ideal circumstances to
verify the effectiveness of the deployed methods. There are three growth periods during the project giving an
opportunity to do iterative piloting and compare the results of different iterations.

Figure 4: Intercrop irrigation pilot site. At the right, the arrow shows the precise location of the pilot site

2.2.3. Pilot: Variable Rate Irrigation (Brazil)
The MATOPIBA region encompasses the Brazilian states of Maranhão (MA), Tocantins (TO), Piauí (PI) and Bahia
(BA), and is one of the most critical irrigated agricultural frontier in the country, located in the cerrado, a
savannah climate subtype. Irrigation is mostly performed by thousands of center pivots, each one with an
average size of 100 ha. The municipality of Luís Eduardo Magalhães (Figure 5), the location for the center pivot
pilot, is considered the heart of the MATOPIBA region and the capital of Brazilian agribusiness.
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Figure 5: Center‐pivot irrigation pilot: location of the pilot site (left) and
center pivot irrigation for soybean crop (right)

The soybean production in the region reached about 5.5 million tons in 2016 in a total cultivated area of about
1.52 million hectares. Despite those significant numbers, farmers estimate 40% crop losses due to drought
occurred during the 2015/16 season. The production from many properties was only 30 sacks per hectare,
while an average of 58 sacks was expected. With irrigation and investments in soil fertility, some producers
expect that this number can reach 80 sacks. Although irrigation is an alternative, its expansion depends on
technologies that improve operating costs and promote sustainability. For example, a red flag was lifted in
2015/16 and imposed double charges to the energy used in irrigation. The increase represents a cost of seven
sacks per hectare against three and a half sacks with a typical energy charging.
The main MATOPIBA pilot goal is to implement and evaluate a smart irrigation system based on Variable Rate
Irrigation (VRI) for center pivots in soybean production. However, alternate crops like corn and cotton are also
usual, including during the same season. Conventional center pivot irrigation systems help to provide a reliable
supply of water, increase yields, and provide double cropping potential. The proposed smart irrigation will help
the crop in the same way while making rational use of water and energy.

2.2.4. Pilot: Precision Drop Irrigation (Brazil ‐ Guaspari)
One of the significant innovations of winemaking in State of São Paulo, Brazil, is occurring in the municipality
of Espírito Santo do Pinhal in the Guaspari Winery. It is the transfer of wine grape harvesting to the winter
season (June‐August), when the thermal amplitude, insolation, and absence of rainfall are better for
harvesting, similar to the great wine regions of the world. The different terroirs that compose the vineyard are
divided into plots, which are harvested separately. In that growing area, altitude ranges between 1,000 m and
1,300 m; nights are cold and optimal sunshine during the day provides an air temperature range between 10°C
and 12°C at harvesting time, similar to that of large European regions. Additionally, the soil is developed from
granite rock, with good drainage, which is especially suitable for grapes destined for the production of high‐
quality wines.
The application of water by an irrigation system depends on the crop, weather, and soil conditions. Even
with the availability of several criteria and procedures for the performance of irrigation management, the
technique has a low adoption rate by the farmers. Occasionally irrigation is only based on the experience of
the grower, on the visualization of the wet soil surface or even on the perception of visual symptoms of plant
water deficit, which, when identified late, can affect yield and product quality. The lack of knowledge about
irrigation management criteria and procedures can lead to the failure of this water application practice, even
if there is a system adequately designed for a specific cropping area.
Guaspari Winery uses drip irrigation in its vineyards, with a single hose and emitters spaced at 0.5 m, and
measured flow of 1.9 L h‐1. The experimental area has 1.1 ha and is shown in Figure 6.The objectives of the
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Guaspari Winery Pilot are: a) to perform automatic measuring of soil water content at different soil depths
and in several vineyards inside the winery´s growing area; b) to store data in the cloud about soil water content
be jointly processed with weather and crop information; c) To provide quick and accurate irrigation
management information.

Figure 6: Guaspari Winery: Vineyard (left) and pilot location (right)

3. Background
3.1. Software architectures
The concept of Software Architecture has been around for some time, but still, there is no formal and well‐
accepted definition. Nevertheless, some definitions do exist, and they are widely used, such as the one given
by Kruchten [1] and repeated by others:
“Software architecture encompasses the set of significant decisions about the organization of a
software system including the selection of the structural elements and their interfaces by which
the system is composed; behavior as specified in collaboration among those elements; composition
of these structural and behavioral elements into larger subsystems; and an architectural style that
guides this organization. Software architecture also involves functionality, usability, resilience,
performance, reuse, comprehensibility, economic and technology constraints, tradeoffs and
aesthetic concerns.”
The software architecture intuitively denotes the high‐level structures of a software system. It can be defined
as the set of structures needed to reason about the software system, which comprise the software elements,
the relations between them, and the properties of both elements and relations [2]. The term software
architecture also denotes the set of practices used to select, define or design software architecture.
Documenting software architecture facilitates communication between stakeholders, captures early decisions
about the high‐level design, and allows reuse of design components between projects [3].
Software Architecture also plays a vital role as a bridge between requirements and implementation, and
therefore it assumes higher relevance to the SWAMP project.
The ISO 42010 standard [4], also called “Systems and Software Engineering ‐ Architecture Description” defines
requirements on the description of system, software, and enterprise architectures. It aims to standardize the
practice of architecture description by defining standard terms, presenting a conceptual foundation for
expressing, communicating and reviewing architectures, and specifying requirements that apply to
architecture descriptions, architecture frameworks, and architecture description languages.
The standard defines software architecture as “fundamental concepts or properties of a system in its
environment embodied in its elements, relationships, and in the principles of its design and evolution.”
Although this definition is short, it is coherent with the Kruchten’s definition [1].
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A view addresses one or more of the concerns held by the system’s stakeholders, expressing the architecture
of the system‐of‐interest in accordance with an architecture viewpoint. A view is governed by its viewpoint:
the viewpoint establishes the conventions for constructing, interpreting, and analysing the view to address
concerns framed by that viewpoint. Viewpoint conventions can include languages, notations, model kinds,
design rules and modelling methods, analysis techniques, and other operations on views. An architecture view
is a collection of models representing the architecture of the whole system relative to a set of architectural
concerns. There are two key reasons to use architecture views. Firstly, they can better express the system by
using different notations, which make it easier to understand and consequently to implement. Secondly, views
are essential mechanisms for achieving separation of concerns in complex systems.
Viewpoints have two important roles in software architectures: establishing conventions about views and
framing concerns for stakeholders. An architecture viewpoint frames one or more concerns. A concern can be
framed by more than one viewpoint. The selection of viewpoints typically will be based on consideration of
the stakeholders to whom the architectural description is addressed and their concerns [4].

3.2. Software Product Line and Feature Model
The four SWAMP pilots focusing on smart water management aim at making sure that technological
components are flexible enough to adapt to different contexts and to be replicated in different locations and
settings. The same underlying SWAMP platform must require little effort to be customized to different pilots
considering different countries, climate, soil, and crops. This is explored in Figure 2 with the notion of Fully
Replicable Services, Fully Customizable Services, and Application Specific Services. It turns out that a method
for classifying SWAMP component services in one of the three classes requires a method for that.
Software Product Line (SPL) is a common methodology used for families of systems that share many features
but are configured in slightly different ways for each deployment. SPL has been developed in the last decades
by the Carnegie Mellon Software Engineering Institute and can be defined as “a set of software‐intensive
systems that share a common, managed set of features satisfying the specific needs of a particular market
segment or mission and that are developed from a common set of core assets in a prescribed way” [5]. Software
product lines work with the concept of commonalities and variability of the systems. Commonality is a property
shared by all applications of the product line ‐ e.g., collecting sensor data, using drones, sending actuator
commands, storing and processing vast amounts of data and using agriculture models and smart algorithms
to generate an irrigation prescription map. Variability is when applications differ such as regarding the type
and role of sensors, types of crops that require different agriculture expertise and maybe different
computational intelligence techniques.
Feature models are used in SPL for identifying and documenting commonalities and variabilities of applications
belonging to the same family [6]. Feature models have some characteristics that make them fit the needs of
SWAMP, such as:








A feature model is a tree or a directed acyclic graph of features, organized hierarchically;
Visually a feature model is represented by a feature diagram;
A feature can be decomposed into sub‐features;
Relationships between features and sub‐features can be categorized as mandatory, optional, OR (at
least one) or alternative (only one);
Mandatory features define system commonalities;
Optional, alternative, and OR features define system variability;
Each combination of features represents a potential product line application.

Feature models will be used in SWAMP for mapping requirements into the three categories of components
(i.e., replicable, customizable and application‐specific). In other words, in the next deliverables related to the
SWAMP architecture, concepts related to software product lines will be used.
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3.3. Smart water management
Water is increasingly becoming a vital resource that must be carefully managed in our modern and urban
world. Even in countries rich in water resources, such as Brazil and Finland, smart water management is
becoming one of the more important issues to guarantee water supply for urban, industrial, and agriculture
consumption. Smart water management may be divided into different components, such as water reserve
management, water distribution management, and water consumption manager. The latter is known as smart
irrigation in non‐urban settings, which is one of the key applications of IoT in agriculture [9]. In Brazil, the
Ministry of Science, Technology, Innovation, and Communications launched an initiative to create a National
IoT Plan that recently passed the public consultation phase [8] and identifies agriculture as one of the key
applications (or verticals) of this technology.
Recently IoT has been increasingly considered as an appropriate technology for smart irrigation systems,
mainly in developing countries. In southern Algeria, new strategies for intelligent irrigation based on IoT have
been found to optimize the water consumption, and to provide remote control and monitoring for the
irrigation system [10]. In China, IoT has been considered for smart irrigation to reduce the impact of
inadequate water resources on the economy, from a modern agricultural management perspective [11]. In
India, the use of automated irrigation that minimizes human intervention and maximizes production while
saving precious water resources is considered an essential element to deal with a growing population [12][13]).
In Spain, the SmartSantander initiative has been working with the IoT technology in parks and gardens that
consider the water requirement of plants to provide a better an on‐demand smart and precise irrigation
system [14]. The main lessons learned in the state‐of‐the‐art literature in this area is that all initiatives are still
in their infancy, they tackle specific problems of particular settings, and they lack technology integration on
many levels.
The progress beyond state‐of‐the‐art in the use of IoT for water management is due to the integrated analysis
of heterogeneous sensors and integrated water distribution‐consumption management for irrigation. The
SWAMP project will be able to gather data from a multitude of heterogeneous sensors ‐ such as flying sensors
(drones) ‐ together with different static sensors ‐ such as traditional soil sensors, wireless sensors networks,
and on‐the‐go soil sensors. The use of IoT for water distribution management is usually considered in urban
environments as one of the key applications for smart cities, but it is rarely considered in agricultural settings.
The SWAMP project not only deals with the distribution of water for agriculture but also integrates it with
smart irrigation systems, creating a distribution‐consumption combined smart water management platform.

3.4. SWAMP and the use of IoT in Precision Irrigation for Agriculture
The Internet of Things is expected to have a decisive influence in the automation of smart water management
applications. However, the development of IoT‐enabled applications still takes tremendous efforts due to the
lack of proper tools [15]. This scenario opens new opportunities and challenges in the specification,
implementation, deployment, and evaluation of software development platforms for smart water
management.
The SWAMP project is being built upon existing efforts, generic platforms, architectures and research results
[16][15][26][27]. The IoT‐A project developed the IoT Reference Architecture for the generation of compliant
IoT concrete architectures, focusing on using the current state of the art, rather than applying a clean slate
approach [17]. FIWARE evolved from an EU‐funded initiative for cloud services and now includes a platform
with a set of Generic Enablers for developing smart applications [18], such as in the precision irrigation domain
[19].
These initiatives provide vital inputs to the SWAMP platform and pilots, although most effort in this area is
focused on smart cities or smart industry applications. When it comes to providing advanced features to the
management of natural resources, such as water, there are some isolated initiatives not necessarily connected
to the existing platforms and architectures. For example, the FIGARO project aims at increasing water
productivity and improving irrigation practices through the development of a cost‐effective precision irrigation
management platform, mostly based on a Decision Support System and not directly involving IoT [20]. Also,
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Popović et al. [21] present an IoT‐enabled platform for collecting data in precision agriculture and ecological
monitoring domains. Agri‐IoT [22] is a theoretical IoT‐based framework for data analytics and real‐time
processing for smart farming that shares some similarities with SWAMP. However, so far no real deployments
of Agri‐IoT have been reported, making it difficult to compare with SWAMP.
In the last years, much has been said about the prospective uses for IoT combined with cloud‐based services
and big data analytics. Now, the time has come to conduct experiments in real settings. In Europe, there is a
current concern to understand the challenges and compelling impacts of IoT in large‐scale pilots for smart
agriculture. Brewster et al. discuss the deployment of those large‐scale pilots for IoT in agriculture and describe
technologies and solutions that might be present in some agrifood domains, such as dairy, fruit, arable crops
and meat & vegetable supply chain [23]. Also, the European project IoF20201 aims at fostering the adoption
of IoT in large‐scale pilots in the farming and food domain.
Current existing solutions are mostly theoretical with limited proof of concept experiences. They are either
too generic or too specific and do not explicitly address easy system development and deployment for
facilitating replicability of scenarios and streamlining the deployment of new pilots. This is where SWAMP
comes to play.
The progress beyond state of the art of the SWAMP project regarding smart water management platforms is
mostly the design and implementation of an architecture focused on rapid development and deployment of
smart water management applications to facilitate porting and replication of hands‐on experiences with pilots
in different areas, crops and general climate conditions. Existing solutions are either too generic or too specific
and do not explicitly address easy system development and deployment in order for facilitating replicability of
scenarios and streamlining the deployment of new pilots. Also, SWAMP will integrate existing technology
generated by IoT‐based research and development initiatives (such as IoT‐A, FIWARE or SEPA2) with existing
technology, algorithms, mechanisms and tools for knowledge discovery and decision‐making, specially
customized for smart water management applications.

4. Requirements
The first step in the design of the initial SWAMP system architecture was the requirement identification,
collection, and analysis. A total of 19 requirements were recorded during the initial requirement collection
phase. In the requirement analysis phase, these requirements were refined, duplicates were removed, and
the remaining requirements were divided into functional and non‐functional requirements. This process led
to a total of 15 functional requirements and four non‐functional requirements.
The initial set of functional requirements is presented in Table 1. The initial set of non‐functional requirements
is presented in Table 2. It should be noted that all of the non‐functional requirements do not directly affect
the design of the initial SWAMP architecture. Nevertheless, they are presented here to give a common picture
and scope of the SWAMP system to be developed in the project. Please notice that the requirements of the
SWAMP system architecture are related to the SWAMP Platform that will be developed, deployed and tested
in the four pilots and do cover all requirements of a commercial system that might be derived from SWAMP
in the future. In other words, these requirements refer to a platform for research and development purposes
only and a commercial system might fulfil a much higher number of requirements. The keywords MUST and
SHOULD were used to provide the idea of required and recommended, respectively.

1
2

https://www.iof2020.eu
https://github.com/arces-wot/SEPA
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Table 1: SWAMP functional requirements

ID

Requirement

Fulfilment criteria

FR1

The SWAMP Platform MUST collect data from
(commercial and custom‐made) sensors using
different wireless technologies.

Interfaces for ZigBee, LoRa, Bluetooth Low
Energy (BLE) and Near Field Communications
(NFC) are available in the SWAMP Platform to
collect data from wireless sensors.

FR2

The SWAMP Platform MUST collect data from
automated meteorological stations or
interoperate with other external systems to
obtain meteorological data.

Real‐time data of weather stations is available
in the SWAMP Platform

FR3

The SWAMP Platform MUST collect data from
short range sensors using drones acting as data
mules.

Data from sensors are made available for
processing in the SWAMP Platform

FR4

The SWAMP Platform SHOULD use drones as
flying imaging sensors.

Imaging data from a drone is made available to
SWAMP Platform with meta‐data

FR5

The SWAMP Platform MUST transmit and store
sensor data.

Local and mobile gateways publish data to the
SWAMP fog/cloud system for storage and/or
share data in distributed data storage system

FR6

The SWAMP Platform MUST provide reliable
sensor data

The SWAMP platform processes sensor data
using filtering and fusion techniques to remove
outliers and to fix missing data.

FR7

The SWAMP Platform MUST generate irrigation
prescription maps using the following input data
‐ Historical production data
‐ Meteorological data
‐ Weather forecasts
‐ Soil data (e.g., moisture, temperature)
‐ Vegetation data from drone’s sensors

Irrigation prescription maps are generated
based on different input data and made
available for irrigation purposes.

FR8

The SWAMP Platform MUST generate Irrigation
prescription maps using traditional water need
models improved by novel predictive models
(such as statistical and machine learning ones).
Different approaches MUST be investigated:
1. Water need models only
2. Water need models enhanced with
predictive models for parameter tuning
3. Predictive models only, given that
enough training data is available.

Comparisons of using different approaches
generating irrigation prescription maps are
available.
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Execution of irrigation plan is recorded to the
SWAMP Platform automatically or manually.

FR10 The SWAMP Platform SHOULD be able to execute SWAMP Platform can send actions to actuators
irrigation prescriptions automatically, for the
automatically to operate water pumps and
irrigation systems that can be automated.
valves according to irrigation prescription
maps.
FR11 The SWAMP Platform MUST be able to generate
optimization plans for water distribution based
on the water needs of individual farms and the
topology of the water distribution network.

Optimized water distribution plans are
available in the SWAMP Platform to help water
distribution officers to make decisions.

FR12 The SWAMP Platform SHOULD provide
monitoring and maintenance features.

1. SWAMP provides data on availability,
memory, disk space and latency of each
SWAMP cloud service.
2. SWAMP provides data on local gateways
connection status and run‐time logs.
3. SWAMP enables remote software updates
for each functional component.

FR13 The SWAMP Platform MUST provide means for
monitoring the water consumption of individual
fields/plots/management zones in real‐time.

For all consumption measurements by the
system, the data is made available within 15
seconds of it being recorded.

FR14 The SWAMP Platform MUST obtain weather
information from external weather forecast
services.

Weather forecast data is available for the
SWAMP Platform.

FR15 The SWAMP Platform SHOULD not require too
much development effort to be replicated to
different crops, irrigation methods, climates,
contexts, and countries.

The effort needed to customize the SWAMP
platform for the four SWAMP pilots is the best
measure of fulfilment of this replicability
requirement.
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Table 2: SWAMP non‐functional requirements

ID

Requirement

Fulfilment criteria

NR1 Authentication and authorization services SHOULD be
provided to ensure access from known users to
allowed resources.

No access to the SWAMP Platform is
allowed for unidentified and unauthorized
users.

NR2 Confidentiality SHOULD be provided by protecting

No plain (unencrypted) data is
transmitted in the open air.

sensitive data using state of the practice cryptographic
mechanisms.

NR2 Availability of the SWAMP Platform SHOULD be
provided so that the system is continuously available
even in case of disconnections from the Internet and
lack of access to the cloud data center.

In case of disconnections from the
Internet, the local (fog‐based)
components keep the SWAMP Platform
up and running seamlessly.

NR4 Availability of sensor collection SHOULD be provided by
ensuring a continuous data flow coming from sensors
that survive to natural phenomena, such as rain and
lightning.

Sensor data is available for processing and
interruptions of sensor data flow are kept
to a minimum even in case of natural
phenomena.

5. SWAMP Scenarios
The SWAMP Platform is being built on existing and new concepts and technologies, implementing the SWAMP
vision (Figure 1) through the SWAMP Architecture (Figure 2), which may be flexible enough to deal with the
needs of four different IoT pilots for smart water management in precision irrigation located in three countries.
For making this vision to come true, a scenario‐based architecture design and requirement gathering are being
conducted to match the needs of crops and farmers’ expertise with existing technological solutions.
Figure 7 depicts the scenario representing the center‐pivot with variable‐rate irrigation pilot to be deployed
in the MATOPIBA region in Brazil. The scenario captures both the farm and SWAMP Platform viewpoints and
represents a future vision and not the current situation. A center‐pivot irrigates a circular agricultural plot of
100 hectares that alternates soybeans and cotton crops. The plot is further divided into different management
zones, identified before the crop season and mostly based on differences in the soil properties. Even though
the crop is the same throughout the plot, each management zone receives a different irrigation prescription
map, in such a way to make available the same amount of water for plants regardless the way water is
percolated and infiltrated in different types of soils. Two general types of sensors collect data for the SWAMP
system: a) stationary sensors within the soil at the root system depth that constantly measure metrics such as
temperature and moisture, and; b) drones acting as flying sensors equipped with thermal/multispectral
cameras or working as data mules by collecting sensor data and transmitting to the farm’s office. The center‐
pivot is electrified to make it able to control the variable rate irrigation sprinklers and thus it can also be
equipped with processing and communication capabilities. Both the center‐pivot and drones are considered
Field Fog Nodes in the SWAMP Architecture. Notably, the field fog node at the center‐pivot acts as a sensor
aggregation point and as a distributor of actuator commands received from the SWAMP system.
The Field Fog Nodes communicate with the nearest fixed attachment point of the SWAMP Platform, which
usually is an on‐premises Fog Hub Node (or just Fog Hub) located in the farm’s office. Please notice that this
choice aims at providing autonomous processing capacity to the farm at our pilot since it is located in a region
where Internet connections may suffer periods of instability. SWAMP allows Field Fog Nodes to communicate
directly with the Platform running in the cloud, whenever this is the preferred deployment choice. The Field
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Fog Nodes send data directly to the SWAMP Platform located in the Fog Hub at the farm’s offices via any
wireless technology. In Figure 7 it is represented by a Base Station, which may be, for example, a WiFi access
point, a LoRaWAN gateway, a ZigBee router or a Cellular Base Station.
For this scenario, the functions performed by the SWAMP Architecture are divided into local Fog and
remote Cloud components. Heavy processing, such as irrigation models and analytics using smart algorithms
(i.e., machine learning), is performed in the cloud. In our pilot, we will first experiment with existing irrigation
models for precision agriculture where analytics plays the role of automatic parameter tuning. After enough
data is obtained, analytical models will be tested for generating the irrigation prescription maps. External
information is fed to the platform, such as crop yield models, meteorological data and historical data. Also,
SWAMP offers user interfaces for both farmers and managers.

Figure 7: Scenario representing the center‐pivot irrigation pilot

Figure 8 depicts the CBEC SWAMP pilot, focused on water distribution management. Water is conveyed
from the Po River in Italy through a network of open canals automated by a set of pumps, valves, gauges and
gates operated by CBEC.
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Figure 8: Scenario representing the water distribution pilot

The SWAMP platform estimates the water needs of individual farms by analyzing sensor data and other
relevant information, generates the irrigation prescription maps and sends them to the farmers, who perform
the irrigation. The water need estimate for each farm is in turn fed into a component devoted to optimizing
the management of water distribution, by sending commands to actuators installed on devices that control
the water flow through the canals. The purpose is to make a more efficient use of the water deviated from the
river. Figure 7 does not explicitly show how the data is sent from sensors to the SWAMP platform because
different technologies are used by farmers to transmit the data through the Internet. Also, the SWAMP
Platform is represented as a single component, whereas in practice a distributed cloud/fog architecture can
be used, such as the one shown in Figure 8.

6. SWAMP System Architecture
6.1. Stakeholders
6.1.1. System developer
System developers are stakeholders who construct the SWAMP system. For the sake of simplicity, this
stakeholder is used as an umbrella term for personnel responsible for requirement engineering, architecture
specification, software/hardware development, testing and integration tasks. Depending on the contract,
system developers might also be responsible for deploying the system into the operational environment (i.e.,
DevOps). This stakeholder role also includes third‐party developers who create applications for the farmers on
top of the platform.
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6.1.2. System Administrator
System maintainers or (system administrators) are stakeholders that run and manage the system once it is
operational. They might also be responsible for deploying the system into the operational environment.

6.1.3. Irrigation Operator
The irrigation operator is the entity that operates the SWAMP system to realize its business goals. In practice,
this role is typically realized by the farmer whose water management for irrigation purposes is controlled by
the SWAMP system. The farmer aims to minimize the cost (i.e., water and energy consumption) and to
maximize the yield of the crops. In some cases, a third party company outsourced to operate the SWAMP
platform on behalf of the farmer may play this role.

6.1.4. Water Distributor
The water distributor is an optional stakeholder that is not present in all scenarios. If present then this
stakeholder owns the water distribution system that supplies the farm with water. The water distributor uses
the SWAMP system to achieve its business goal of reducing the costs through the optimized water distribution
scheduling that is proposed by the SWAMP system.

6.1.5. Agriculture Expert
The agriculture expert is the stakeholder who provides hydrological and crops models for each specific field
managed by the SWAMP system.

6.1.6. Drone Pilot
The drone pilot stakeholder is supervising the drone as legally required in many countries. This stakeholder
will become obsolete in the future when legislative updates govern the use of fully autonomous drones.

6.2. Viewpoints
The following viewpoints were selected for documenting the SWAMP system architecture: Context view,
Functional view, Information view, Communication view, Deployment view and Operational view. All
viewpoints ‐ except the communication view ‐ are common viewpoints in modern software architectures [7].

6.2.1. Context view
The context view represents the relationships, dependencies, and interactions between the SWAMP system
and its environment. The main concerns of the context view are the scope and responsibilities of the system
and external entities and interfaces. Therefore, the role of the context view is to introduce all the stakeholders,
specify what the system provides for each stakeholder (i.e., show that all functional requirements are covered)
and illustrate which external interfaces need to be developed for the system. The SWAMP context view is
presented in Figure 9.
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Figure 9: Context view of the SWAMP system architecture

As introduced in section 6.1, there are six stakeholders who interact with the SWAMP system. From the
irrigation operators, the SWAMP system collects the irrigation models and water requests of the managed
fields and provides status and optimization suggestions for the fields’ water management. For the optional
water distributor, the SWAMP system proposes optimized water distribution schedules that are executed after
authorization. Also, the water distributor provides the canals model for the optimization algorithms of the
SWAMP system. The drone pilot receives the mission requests from the SWAMP system and supervises the
autonomously flying drone to intervene if needed. For maintenance personnel, the SWAMP system provides
easy to use monitoring and maintenance services. The agriculture models developers feed the hydrological
and crops models of each field into the SWAMP system.
There are several external systems utilized by SWAMP that can be categorized into two groups, namely online
services and sense/actuate systems. The online services make weather and forecasts available for the SWAMP
system. The sense/actuate systems consist of 1) the irrigation system that provides water flow data and can
be controlled by the SWAMP system, 2) the water distribution systems that provide water levels data and can
be controlled by the SWAMP system as well, 3) ground sensors that are deployed on the fields measuring soil
and plant data such as moisture, 4) drones (more specific the drone payload) that also collect soil and plant
data with their sensors, 5) weather stations that deliver current weather information and 6) the fields that
provide their shape and location

6.2.2. Functional view
The functional view specifies how the system provides the required functionality by dividing the system into
logical components that each delivers a certain part of the system functionality. The main concerns of the
functional view are the responsibilities and interfaces of functional components. The functional architecture
of the SWAMP system consists of 15 functional components as illustrated in Figure 10.
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Figure 10: Functional view of the SWAMP system architecture

The Irrigation operator UI provides a graphical user interface for the irrigation operator. The interface presents
the aggregated field data (e.g., soil moisture, crop state, etc.) familiarly and intuitively (for instance, as layers
on top of aerial views of the fields). It also presents the user with a proposed irrigation schedule computed by
the Water Management services of the SWAMP platform, allowing the user to accept the plan or even enable
a fully automated irrigation mode. The interface should also allow the user to request drone flights (manual
or automated) to collect additional data (e.g., the image captures or sensor readings) or perform other
interventions (e.g., sensor replacement).
The Water distributor UI provides a graphical user interface for the water distributor. The interface presents to the
water distribution officer optimal solutions that can make the system more efficient when it comes to provide the
water to farmers. The platform provides the operator, or the farmers, with suggestions regarding the opening or
closing of gates, the turning on and off pumps and valves, for the water to be directed through canals or pipes
wherever it is needed.

The External models interface provides an interface to import hydrological and crops models produced by the
agriculture models developer. The SWAMP Platform can provide water need estimations either by
implementing water need models directly or by interfacing with external systems that implement those
models and are in use by agriculture experts.
The External data interface is a service that collects weather and hydrological forecasts from online sources.
The Water distribution interface provides access to the actuators of the water distribution system.
The Sensor data collection component is responsible for collecting the sensor data delivered by the different
sensor systems connected to the SWAMP system.
The Irrigation control service provides access to the (third‐party) irrigation system.
The System setup service provides means to configure and initialise the SWAMP system.
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The Water management services component provides irrigation planning based on the holistic analysis of real‐
time data (system status), external data (forecasts) and historical and aggregated stored data from the
different pilot setups. An irrigation planning includes the schedule and amount of water that is forwarded to
the Water distribution system and Irrigation system synchronously to supply the estimated water need at the
right time and still optimizing the water resources.
The Data Storage & Management component provides features for receiving data collected from sensors,
clean sensor data from outliers and noise and to make data available to the other components of the SWAMP
Platform for generating water prescription maps for irrigation and water distribution plans for optimized water
distribution. It appears as a logically centralized component, but in practice, it will be based on a distributed
structure stored in both cloud (both public and private) and fog infrastructures.
The drone subsystem consists of five components, namely the Drone pilot UI, the Drone mission planning
service, the Drone mission controller service, the Drone flight controller component and the Drone sensor
platform. The Drone pilot UI provides a graphical user interface for the drone pilot. The UI offers alternative
means for controlling the drone together with the direct radio link between the pilot and the drone. The UI is
not directly connected to the drone but controls the drone via a controller service. The UI is there for meant
for monitoring and control of the drone in autonomous missions. The Drone mission planning service provides
facilities for planning autonomous missions based on the requirements coming from the SWAMP system. The
planning service uses data from other parts of the SWAMP system to make autonomous mission plan for the
drone. Such data can be for example sensor locations and boundaries of the field in case of a request to fetch
sensor data. The planning service must take into consideration the pilot site parameters and can use weather
station data to establish energy budget for the mission and match that to the drone capabilities. The Drone
mission controller service provides means to command drone to execute planned missions and provides data
about the drone status for logging flight telemetry from the flight controller. The mission controller can
command drone to a specific location or abort operation in case of emergency. The Drone flight controller
component provides flight control functionality for the drone. The flight controller is responsible for the flight
trajectory required by the mission. Automated missions provided by the mission planning component are
stored in the flight controller, which is in charge of executing the mission. The Drone sensor platform provides
the means of communication with field sensors using a wireless radio link, a cloud service via either a local
gateway or a WAN and the flight controller and drone payload with a wired connectivity. The Drone sensor
platform is essentially a mobile gateway between various components and the SWAMP cloud services.

6.2.3. Information view
The information view represents a high‐level overview of the information stored, manipulated and distributed
by the SWAMP system. The main concerns addressed by the information view are information purpose,
structure and usage. The information processed by the SWAMP system is modelled as a Web Ontology
Language (OWL) ontology illustrated in Figure 11.
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Figure 11: SWAMP Ontology

6.2.4. Communication view
As the name implies the communication view deals with communication related aspects of the SWAMP system
as illustrated in Figure 12. The concerns addressed by the communication view are mainly related to the non‐
functional requirements including low‐level interoperability and performance. The sensor data collection may
use different wireless technologies, such as LoRa, ZigBee, or Bluetooth. Drone communications include
wireless communication using Wi‐Fi and USB for internal communications. Other communications in the
SWAMP system use IP networking via HTTP REST or MQTT. Depending on the requirements of the
communications, secure protocols may be used, such as TLS for HTTP and MQTT. The wireless communications
may also be secured using existing security modes of the underlying technology (Wi‐Fi, ZigBee or even LoRa).

Figure 12: Communication view of the SWAMP system architecture
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6.2.5. Deployment view
The role of the deployment view is to describe the physical environment in which the system will be deployed.
The main concerns of the deployment view are related to the runtime computing platform including
specification and quantity of physical hardware and cloud infrastructure required. Figure 13 represents an
example deployment of a SWAMP system. The three concrete deployment configurations will be described in
more detail in the D5.2 Pilot infrastructure implementations.

Figure 13: Deployment view of the SWAMP system architecture

6.2.6. Operational view
The operational view represents how the operation of the SWAMP system is supported when it is running in
the production environment. The main concerns addressed by the operational view are system installation
and upgrade, as well as, operational and performance monitoring.

6.2.6.1. System monitoring
A monitoring system will be deployed to monitor the cloud infrastructure in our production environment using
probes that support different communication and management protocols (SNMP, HTTP Rest, JMX). In addition
to monitoring basic operating system parameters (CPU utilization, disk utilization, memory, etc.), the system
will also check the availability of the crucial SWAMP cloud services and will collect statistics on the main
database, which is part of the Data storage & management component. Additionally, the system supports
email alerting if parameters exceed threshold values.

6.2.6.2. Cloud software management
Many system elements as presented in Figure 13 are deployed in the cloud. The notable exceptions are the
end‐user interfaces, the edge fog node and the drone platform. We expect that a number of different cloud
technologies could be used for the deployment so it is hard to argue for one particular technology. However,
all components use Virtual Machine Managers (or hypervisors) as a basis for the deployment so this could be
considered as a common cloud denominator.
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The used virtualization platforms should support direct deployment of the services in commercial cloud
systems as, for example, Amazon cloud. Using operating systems supported by the big players gives the project
the ability to deploy and transfer the virtualized services among different cloud infrastructures. The
management of the virtualization host depends on the deployment environment. The non‐commercial
deployments use open source technologies and here depend on the tools allowing the management of the
deployment environment. The preferred tool to be used is the Command Line Interface (CLI) since it has
minimal requirements for the system operation. The same is valid for the virtualization hosts; their
management, updates and services deployment can use standard packaging and service management
interfaces, augmented with tools allowing automated provisioning, such as make11 and Ansible12.

6.2.6.3. Edge fog node software management
Since the edge fog node software is located in the end‐user premises, it is important to have proper means
for remote software management as updates and bug fixes will happen during the piloting phase. To this end,
a particular edge fog node software management framework will be designed as part of the SWAMP system
architecture. The framework provides a two‐layer model for software updates. The role of the host‐level
version controller is to deploy and manage host‐level software such as an Ansible3, Docker engine, and the
application level version controller. The purpose of the application‐level version controller is to manage the
actual application software. The application level version controller will be based on virtualization technology,
such as Docker.

6.3. Perspectives
Perspectives are used to ensure that a system exhibits a particular set of related properties that must be
considered for a number of views, such as security and scalability.

6.3.1. Security
The architecture deliverable describes some functional and non‐functional requirements related to the
security. The security and privacy provisioning can be seen in part provided on the level of the system design
and its components interaction, as a horizontal anchor connecting all the services and a vertical facility
controlling access to important system information.
Security and privacy provisioning is an essential aspect of the entire architecture. The SWAMP system security
and privacy is primarily provided through application of state‐of‐practice security and privacy services, trust
management in multiuser system, reuse of the security protocols and information conveyed through the
protocols, and access control implementation based partly on provisioning of the access control decision and
partly on enforcement of the decisions in the system components, such as the Data Storage & Management.

6.3.2. Scalability
Scalability of the SWAMP system is considered in the architecture design both at the horizontal and vertical
dimensions. The SWAMP system is designed to support vertical scaling with the utilization of modern cloud
infrastructure (i.e., virtualization), which makes it easy to add more computational resources when necessary.
The horizontal scalability of the SWAMP system is addressed with following design choices: 1) IP for
networking, 2) REST architecture for client‐server communication, and 3) Publish‐subscribe communication
paradigm for event‐based communication. REST is the key enabler for the scalability in the WWW. As stated
by Roy Fielding [24] REST supports the scalability of a system in following ways:
“REST's client–server separation of concerns simplifies component implementation, reduces the
complexity of connector semantics, improves the effectiveness of performance tuning, and increases the
scalability of pure server components. Layered system constraints allow intermediaries—proxies,
gateways, and firewalls—to be introduced at various points in the communication without changing the
3

https://www.ansible.com
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interfaces between components, thus allowing them to assist in communication translation or improve
performance via large‐scale, shared caching. REST enables intermediate processing by constraining
messages to be self‐descriptive: interaction is stateless between requests, standard methods and media
types are used to indicate semantics and exchange information, and responses explicitly indicate
cacheability.”

By utilizing REST and IP, it is easy to scale horizontally by adding new computational nodes into the system.
The publish‐subscribe communication paradigm, by providing full decoupling of the communicating entities
in time, space, and synchronization [25], can be implemented by those components where a high volume of
dynamic data is expected (e.g., sensor data collection). For example, even the non‐professional open source
implementation of MQTT can support up to 60.000 publishers with each publishing one message per second4.

7. Final Remarks
This report described the initial thoughts and views that lead to the design of the first version of the SWAMP
System Architecture. This initial architecture, serving as a comprehensive and unique view of the big picture,
plays a crucial role in maintaining partners aware of the SWAMP platform so that they can always have that in
mind when designing and implementing particular components. Integration is a key concern when adopting a
highly distributed software development process.
During the upcoming activities, partners will design, implement, deploy and test different components of the
SWAMP architecture by refining this initial architecture. Also, APIs will be defined to keep a controlled and
ordered communication among the components. This process will provide useful insights and feedback for
making it possible to come up with a more complete and up‐to‐date architecture that will be documented in
the future. A common IoT platform must be adopted to provide integration since the beginning and FI‐WARE
is a potential and likely candidate to be adopted. Some initial studies and deployments revealed the FI‐WARE
is appropriate as the underlying system platform for hosting the SWAMP platform.
The design of this initial version of the SWAMP System Architecture involved an extensive learning process
about the existing knowledge held by the partners and expressed in the original SWAMP vision and preliminary
architecture, which was presented in the project proposal (DoA). Also, it required certain out of the box
thinking, in order for making it possible to understand the requirements and map them into stakeholder and
architectural views. Last, but not least, requirements should not be forgotten during the development process,
and to this end, they have been mapped to architecture components.

4

http://www.scalagent.com/IMG/pdf/Benchmark_MQTT_servers-v1-1.pdf
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