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Executive Summary
SWAMP (Smart Water Management Platform) is a Europe-Brazil cooperation project aiming at developing
IoT (Internet of Things) based methods and approaches for smart water management in precision irrigation
domain and to pilot the approaches in four places, two pilots in Europe (Italy and Spain) and two pilots in
Brazil. The smart water management pilots aim at guaranteeing that technological components are flexible
enough to adapt to different contexts and to be replicable in different locations and settings. The same
underlying SWAMP platform can be configured to different pilots considering different countries, climate,
soil, and crops, subject to different requirements, constraints, expectations, and characteristics.

This document describes the final SWAMP Platform, as it was designed, implemented, composed, and
deployed in the pilots. It initially provides important background concepts, such as IoT Platforms, FIWARE
and SEPA platforms, as well as LoRaWAN and the ChirpStack LoRaWAN Server. Further, it describes
concepts created for architecting and deploying smart agriculture applications in the SWAMP project, such
as the IoT Applications life cycle, the IoT Architecture, the SWAMP Layered Architecture, the IoT Computing
Continuum (IoTinuum), and how IoTinuum influenced the deployment of the SWAMP Platform into the
four pilots. The SWAMP Platform, derived from the SWAMP Architecture, is introduced as being comprised
of three sub-platforms: SWAMP IoT Platform, SWAMP Application Platform, and SWAMP Management
Platform. Particularly, we learned that any successful IoT Smart Application deployment must provide
essential management features, because of the inherent distributed nature of such applications that cover
a large geographical area with software, hardware, and communication components deployed in different
states of an IoT Computing Continuum (IoTinuum). Therefore, the SWAMP Management Platform receives
a particular emphasis, given its relevance for the success of the project.

Since the document describing the Initial SWAMP Core Platform was finished, additional design and
development effort have been placed into subjects related to IoT architectures, platforms and deployment
issues. The key findings and lessons learned are also presented in this final deliverable.
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1. Introduction

1.1. Purpose and Context of this Deliverable
The SWAMP project develops IoT based methods and approaches for smart water management in
precision irrigation domain and to pilot the approaches in four places, two pilots in Europe (Italy and Spain)
and two pilots in Brazil. The same underlying SWAMP platform can be customized into different SWAMP
Systems according to the needs of pilot deployments, considering different countries, climate, soil, and
crops.

The present document reports the Final SWAMP Platform in the way it has been implemented and
deployed in the SWAMP Pilots, as an evolution of deliverables D1.1 (Initial SWAMP Architecture
Specification) [40], D1.2 (Initial SWAMP Core Platform) [35], and D1.3 (Deployment and Management
Services) [35].

1.2. Scope of this Deliverable
This document describes the Final SWAMP Platform that follows the SWAMP Architecture and was
deployed for supplying services to SWAMP Pilots. It initially provides important background concepts, such
as the IoT Platforms, FIWARE and SEPA platforms. Furthermore, it introduces the IoT Architecture, the
SWAMP Architecture and the IoT Computing Continuum. The SWAMP Platform, derived from the SWAMP
Architecture, is introduced as being comprised of three sub-platforms: SWAMP IoT Platform, SWAMP
Application Platform, and SWAMP Management Platform. The latter receives a particular emphasis, since
an update of deliverable D1.3 has not been reported elsewhere.

1.3. SWAMP Pilots
The four SWAMP pilots are based on the same technical solutions, but they are located in different regions,
deal with different crops and have different primary goals.

· CBEC Pilot (Bologna/Italy): the main objective of the Consorzio di Bonifica Emilia Centrale (CBEC)
pilot is optimizing water distribution to the farms.

· Intercrop Pilot (Cartagena/Spain): Intercrop Iberica addresses several challenges since production is
in a dry area, and a considerable amount of water comes from a desalination plant. The primary
goal for Intercrop is using water more rationally.

· Guaspari Pilot (Espírito Santo do Pinhal / Brazil): The Guaspari Winery transfers the wine grape
harvesting to the winter season (June-August) using irrigation techniques. The main goal for
Guaspari is improving wine quality

· MATOPIBA Pilot (Barreiras/Brazil): The Rio das Pedras Farm is located in the MATOPIBA region, and
irrigation is mostly performed by center pivots with an average size of 100 ha. This main pilot goal
is to implement and evaluate a smart irrigation system based on Variable Rate Irrigation (VRI) for
center pivots in soybean production and save energy used in irrigation.

1.4. Deliverable Structure
The remainder of this document is organized into the following chapters.

· Chapter 2 (Background) provides an overview of some concepts, namely IoT systems for precision
irrigation, fog and mist computing, FIWARE and SEPA platforms and the LoRaWAN architecture.

· Chapter 3 (Architecting and Deploying Smart Agriculture Applications) introduces the IoT
Architecture that spawned the SWAMP Architecture, as well as the IoT Computing Continuum
(IoTinuum), and the deployment of SWAMP pilots based on the SWAMP Architecture and the
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IoTinuum. Chapter 3 is conceptual in nature, providing explanations of the premises behind the
platform development.

· Chapter 4 describes the SWAMP Platform, composed of SWAMP IoT Platform, SWAMP Application
Platform, and SWAMP Management Platform. Chapter 4 is more practical in nature, providing
details of how the concepts presented in Chapter 3 are developed.

· Chapter 5 (Deploying the SWAMP Platform in an Open IoT Ecosystem) introduces an open IoT
ecosystem and how the SWAMP Platform fits into this context.

· Chapter 6 presents the final thoughts about the Final SWAMP Platform.
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2. Background

2.1. IoT Systems for Precision Irrigation
Current open source IoT-based systems for precision irrigation are mostly theoretical with limited proof of
concept experiences. They are either too generic or too specific and do not explicitly address easy system
deployment for facilitating replicability and streamlining the deployment of new systems. When it comes to
providing advanced features to water management, there are some isolated initiatives not necessarily
connected to the existing platforms and architectures. For example, the FIGARO project aims at increasing
water productivity and improving irrigation practices through the development of a precision irrigation
management platform, but not directly involving IoT [19]. Also, Popović et al. [57] present a case study of a
specially designed and currently limited IoT-enabled platform for collecting data in precision agriculture and
ecological monitoring domains. Agri-IoT [41] is a theoretical (i.e., no implementation and results are
presented) IoT-based framework for data analytics and real-time processing for smart farming that shares
some similarities with SWAMP.

In the last years, much has been said about the prospective used for IoT combined with cloud-based
services and big data analytics. In Europe, there is a current concern to understand the challenges and
compelling impacts of IoT in large-scale pilots for smart agriculture. Brewster et al. discuss the deployment
of those large-scale pilots for IoT in agriculture and describe technologies and solutions that might be
present in some agrifood domains, such as dairy, fruit, arable crops and meat & vegetable supply chain [7].

2.2. Fog and Mist Computing
Fog computing is a fairly new paradigm aimed at dealing with challenges related to the huge amount of
data that will be generated with the increasing utilization of IoT-based systems [5]. It solves problems such
as decreasing latency from real time applications, decreasing data traffic between the network edge and
core, and softening the processing burden of the cloud by performing load balancing. The metaphor comes
from the fact that fog is a cloud but closer to the ground and to the people [51]. The fog is based on a
virtualized platform that provides computing, storage and communication services between users and the
datacenter where the cloud is hosted [1]. Since its inception the fog has been envisioned for operating
together with the cloud for making it possible to implement IoT-based smart applications. In other words,
fog and IoT are related yet independent concepts, as the fog can deal with a broader variety of applications
and IoT does need the fog to come true.

Fog Computing systems are located at the edge of the network aimed at reducing bandwidth requirements,
latency, and the need for communication with the datacenter. Mist Computing extends this concept further
in IoT-based systems, closer to the sensors and actuators [58]. Although there is no consensus about the
definition of mist, some common understanding can be found, such as being located closer to the devices
[75][80]. The Mist can be considered the lowest level of a 2-layer hierarchical fog computing system. In
SWAMP, a Mist Node has been previously called Fog Field Node [39], because it is located within the field
to facilitate communication with sensors.

Usually mist nodes host communication facilities, such as a LoRaWAN Gateway or a Wi-Fi Access Point, but
they can also host light processing and temporary storage, typically using ARM processors, such as
Raspberry Pi and similar. According to IETF (Internet Engineering Task Force), these devices belong to a
category of general purpose constrained nodes (group J), making the difference between sensing devices
based on microcontrollers (group M) [6]. The mist infrastructure may be composed of different mist nodes
that might work together provide services to devices within the same geographical area, but not necessarily
they are packed into the same box.

2.3. IoT Architectures and Platforms
Layered architectures are critical structures in computer networks and distributed systems as they facilitate
the understanding of roles, locations, and levels of abstraction of different networking, hardware, and
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software components. In order to separate concerns, it is pertinent to emphasize that from an IoT
architecture, different application software architectures can be derived as they define the high-level
structure of a system comprising software components and relations [11]. However, here we do not
elaborate on application software architectures.

The initial proposal of a generic IoT architecture had three layers, namely application, network, and
perception [81]. The application layer processes large amounts of data using computational intelligence
techniques and interfaces with users. The network (also called transport) layer deals with communication
and networking technologies to transfer data from sensors to the place of processing and send commands
back to actuators. The perception (also called sensing) layer collects the data from sensors. However, soon,
a 5-layer architecture was proposed to deal with the rapid development of IoT solutions at the time, adding
two more layers: middleware and business [53][42][48]. The middleware (also called processing or service)
layer deals with data and databases, as well as service functions, such as discovery, composition, and
management. The business layer is a loosely defined one that aggregates general functions to deal with an
entire IoT system, including business models and security/privacy. Different extensions of the 3-layer IoT
architecture added only one new layer, a middleware/service layer [17][12], and a security and
management layer [79]. As for the latter, here we consider that orthogonal layers more adequately address
these non-functional requirements.

Nowadays, most effort in developing and deploying new IoT smart applications is aimed at improving
distributed data management in order to make data promptly available for the processing of application-
specific models, both physical and data-driven ones. Also, these proposals follow a common approach in
the past where layered IoT architectures provided an initial functional view of the entire solution, and after
some iterations in the development process, they gave way to software architectures and artifacts.

Due to the inherent distributed nature of IoT applications, it is imperative the need to implement and
deploy highly distributed infrastructures that span from the things, going through different
processing/storage/transmission stages, up to the cloud, and further to the user terminal. In other words,
we advocate that IoT architectures must have an active role in the deployment of new applications. An
option is to embed deployment locations within the architecture, explicitly recognizing the existence of
edge processing [3]. However, we consider that a new concept is needed to separate the concerns of
layered software components from staged deployment locations. In the 5-layer IoT architecture, the
business, application, and middleware layers are too generic with broader scopes, which do not facilitate
the activity of system deployment.

An IoT platform—also known as IoT software platform [68] or IoT middleware [12][61] - implements an IoT
architecture providing a variety of building blocks to facilitate the development of an IoT smart application,
such as device connectivity, device management, data management, data analytics, security, and
visualization. An IoT platform gathers data from IoT devices and enables the development and of smart
applications that control, monitor, and manage these devices. It is often composed of several middleware
components, each of then focusing on a specific feature in a particular layer to provide an end-to-end
platform involving data generation, transmission, storage, and processing.

Practitioners can rely on different IoT platforms available, both open-source and commercial solutions
[12][28][31]. These platforms may use multiple protocols and standards or even proprietary solutions. This
plethora of platforms leads to interoperability problems since developers must adapt their applications to
each platform, using specific API, information models, and protocols [8]. Thus, standard interfaces are
needed to fulfill this interoperability issue among IoT applications and heterogeneous IoT platforms. Also,
security requirements must be addressed, such as authentication, authorization and access control, and
secure communication [25][43].

2.4. The FIWARE Platform
FIWARE [24] has been attracting general attention for being an open source EU-funded solution, comprised
of a series of software components called Generic Enablers (GE) that perform functions needed in IoT-
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based smart applications. GEs can be used to build different applications that exchange information
through a REST API following the OMA NGSI [54] standard based on JSON. The central aspect of the FIWARE
NGSI Context Management information model is the concept of entities and their attributes. Due to recent
advances in Linked Data (LD) [4], there has been an ongoing effort to evolve the NGSI API into NGSI-LD,
which uses JSON-LD for serializing RDF (Resource Description Framework) semantic data [50]. Both NGSI
and NGSI-LD are currently supported by FIWARE, even though the full conformance of FIWARE to NGSI-LD
is still work in progress, since version 1.1.2 has been released in August 2020 [20].

Some FIWARE GEs are considered key enablers, such as:

· Orion: A publish/subscribe context broker, considered the heart of FIWARE. Orion only stores the
latest version of entity attributes and it needs to work together with other applications in order to
maintain historical data.

· IoT Agent: Maps data coming from sensors and going to actuators to the FIWARE NGSI information
model to be stored in Orion and further processed by other GEs or external applications.

· Quantum Leap: New GE that preserves Orion NGSI historical entity data as times series, replacing
the old and less scalable STH Comet.

· Cygnus: A data processing and distribution system for applications that require more elaborate
data flow management than simple historical data.

· Keyrock: A GE responsible for Identity Management that allows using security mechanisms such as
OAuth2.

FIWARE has been used as a computing platform for many IoT-based applications for smart farming.
Rodriguez et al. [62] compiled a short literature review and presented the Agricolus platform for precision
farming. López-Riquelme et al. presented an implementation of FIWARE for a specific scenario of precision
irrigation in agriculture in the south of Spain [44]. However, it is focused on a specific use case, providing
details of devices and equipment, as well as irrigation techniques. In contrast, this document presents an
architecture and a platform based on FIWARE, as well as configurations for system deployments in four
scenarios.

FogFlow provides a programming model for IoT-based applications for smart cities distributed over the
cloud and the fog located in the network edge [9]. Even though FogFlow is integrated into FIWARE, the
SWAMP project takes a clean approach and uses directly the components provided by FIWARE, in
combination with new components developed specifically for the SWAMP precision agriculture scenarios
whenever needed.

It has been shown that different architectural choices of IoT platforms affect system scalability and that
automatic real-time decision-making is feasible in an environment composed of dozens of thousands of
sensors continuously transmitting data [84]. Cruz et al. present a comprehensive study that proposes
qualitative and quantitative metrics and evaluates the performance of various IoT platforms [13]. They did
not focus on specific features of FIWARE and did not evaluate different scenarios and infrastructures, such
as fog computing. Martínez et al. [47] give a detailed description of the architecture of a testbed of the
FIWARE platform configured for the precision agriculture domain.

2.5. The SEPA Platform
The SPARQL Event Processing Architecture (SEPA) [65] enables the detection and communication of data
changes for the Semantic Web of Things [56]1. SEPA is based upon W3C SPARQL 1.1 [78], an RDF query

1 A SEPA reference implementation is available on github.com/arces-wot/SEPA
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language, where publishers and subscribers exchange data. The SEPA framework offers developers a
solution for implementing Dynamic Linked Data applications and services. Linked Data refers to a set of
best practices for publishing and connecting structured data on the Web [26]. Dynamic aspects of Linked
Data involve discovery services, granularity level, description of changes, change detection algorithms, and
notification mechanisms. The role of SEPA within the SWAMP platform is twofold: on the one hand, it
allows sharing the data produced by SWAMP applications and services as Linked Open Data contributing to
the development of the Linked Open Data Cloud2, on the other hand, it will enable the development of
interoperable cross-domain Dynamic Linked Data applications and services.

The SPARQL Event Broker is the core element of the architecture, implementing a content-based publish-
subscribe mechanism where publishers use SPARQL 1.1 Updates to generate events and subscribers use
SPARQL 1.1 Queries to subscribe to events. The latter receives SPARQL query results and subsequent
notifications generated by changes in the RDF knowledge base are expressed in terms of added and
removed query results since the previous notification. SEPA APIs, available in JavaScript, Java, Python and C,
simplify the application development and increase interoperability thanks to JSAP (JSON SPARQL
Application Profile). A JSAP file includes all the information needed by an application, including the set of
SPARQL 1.1 Updates and Queries.

SEPA proposes the SPARQL 1.1 Secure Event Protocol3 as an extension to the SPARQL 1.1 Protocol to
support subscription primitives and notifications, with a native support for security based on OAuth 2.0 [29]
and JSON Web Tokens [33]. The WebSocket protocol [22] is the default protocol used to send subscription
requests and receive the notifications stream. SEPA is also being extended to conform to the NGSI-LD
specification [20].

2.6. Mapping FIWARE (NGSI-LD) into SEPA (SPARQL)
Both NGSI-LD and SEPA APIs aim at fulfilling the requirements of Tim Berners-Lee’s 5-star model [32],
where data should be visible, structured and described according to standards and its meaning is clarified
by a common definition (i.e., an ontology). If on the one hand the NGSI-LD specification aims at simplifying
the management of context information (e.g., by limiting the query language to simple property-value
matching), on the other hand SEPA provides full support to the SPARQL language for updating, retrieving
and subscribing to context information. A proposal to merge the two approaches to obtain a synergic effect
has been made in the context of the SWAMP Project [77], via a set of guidelines for implementing an NGSI-
LD interface over SEPA.

The implementation of NGSI-LD over SEPA is focused on the HTTP binding of the NGSI-LD API consisting of
23 REST calls enumerated in Table 1. For each REST call it is specified the HTTP verb (i.e., POST, GET,
DELETE, PATCH) and the URI of the relative path (e.g., /entities) to be appended to the main URI (i.e., NGSI-
LD recommends the following format for the URI: http(s)://host/apiRoot/apiName/apiVersion). For
example, a new entity can be created by making use of API 1 that consists in a HTTP POST at an URI like
https://mml.arces.unibo.it/swamp/ngsi-ld/v1/entities, having as body of the request the JSON-LD
representation of the entity to be created.

2 lod-cloud.net
3 mml.arces.unibo.it/TR/sparql11-se-protocol.html
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Table 1: NGSI-LD HTTP BINDING API

An example of mapping NGSI-LD into SEPA RDF is illustrated by the JSON-LD representation of the NGSI-LD
entity in Listing 1 and RDF graph depicted by Figure 1. According to the NGSI-LD API specification, the NGSI-
LD entity can be created by making an HTTP POST (e.g., to https://mml.arces.unibo.it/swamp/ngsi-ld/
v1/entities) having the above-mentioned JSON-LD in its body.

{"@id": "urn:ngsi-ld:Vehicle:V123",
"@type": "Vehicle",
"speed": {
"@type": "Property", value": 23,
"accuracy": { "@type": "Property",
value": 0.7 }, "providedBy": {
    "@type": "Relationship",
    "object": "urn:ngsi-ld:Person:Bob"}},
    "closeTo": {
    "@type": "Relationship",
    "object": "urn:ngsi-ld:Building:B1234"},
    "location": {
"@type": "GeoProperty", value": {
"@type": "Point",
"coordinates": [-8,44]}},
"@context":["Property":"http://uri.etsi.org/ngsi-ld/Property",
"Relationship":"http://uri.etsi.org/ngsi-ld/Relationship",
"GeoProperty":"http://uri.etsi.org/ngsi-ld/GeoProperty",
"object":"http://uri.etsi.org/ngsi-ld/hasObject", "value":"http://uri.etsi.org/ngsi-
ld/hasValue","location":"http://uri.etsi.org/ngsi-ld/location",
"coordinates":"http://uri.etsi.org/ngsi-ld/coordinates",
"Point":"https://purl.org/geojson/vocab#Point",
"Vehicle":"http://uri.fiware.org/ns/datamodels/Vehicle",
"speed":"http://uri.fiware.org/ns/datamodels/speed",
"accuracy":"http://uri.fiware.org/ns/datamodels/accuracy",
"providedBy":"http://uri.fiware.org/ns/datamodels/providedBy",
"closeTo":"http://uri.fiware.org/ns/datamodels/closeTo"]}
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Listing 1: Example of a JSON-LD representation of an NGSI-LD context information entity

Figure 1: The RDF graph corresponding to the NGSI-LD entity represented in Listing 1

2.7. LoRaWAN and ChirpStack Server
In the last years different communication technologies have been specially developed for IoT, known as
LPWAN (Low Power Wide Area Network) [60], providing long transmission ranges, low energy consumption
and low bandwidth. These features make LPWAN an attractive technology for IoT applications that send a
few dozens of bytes every couple of minutes or hours, such as street lightning, pollution monitoring and
irrigation for agriculture. LPWANs are organized into star topologies, where sensors send data directly to a
data hub called gateway, which have stable energy source and stable Internet connection. Among the most
succeeding LPWAN technologies are LoRa [45], Sigfox4 and NB-IoT [27].

LoRa is a communication protocol developed by Semtech Corporation that operates in the sub-GHz ranges,
such as 433 MHz and 868 MHz (Europe) and 915 MHz (USA and Brazil) [45]. The physical layer is called LoRa
(Long Range) and the upper layers are called LoRaWAN, which is standardized by the LoRa Alliance5 and can
reach distances of a few kilometers with a bandwidth up to 50 Kbps and typical payload of less than 100
bytes. The LoRaWAN architecture is comprised of LoRa end-nodes (i.e. sensors and actuators) and LoRa
gateways that have an active IP connection and forwards LoRa packets to a centralized server. The server is
further divided into LoRa Server (deals with network issues) and LoRa Application (App) Server, dealing with
different applications. LoRaWAN defines an ALOHA-based media access control protocol on top of LoRa
communication, as well as providing security features such as authentication and cryptography.

There are different ways of implementing the LoRaWAN architecture with its network and application
servers: a) Open source software that can be installed in a cloud or fog according to the scenario, such as
the ChirpStack LoRaWAN Server6 (previously called LoRa Server Project); b) The Things Network7 (TTN), a
crowdfunded online community that implements LoRaWAN server and make them available as a service

4 sigfox.com
5 lora-alliance.org
6 chirpstack.io
7 thethingsnetwork.org
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(some services are not free, though); c) Proprietary solutions, such as Loriot8; d) The development of a new
implementation, which in practice means reinventing the wheel. SWAMP is based on ChirpStack.

3. SWAMP:  Architecting and Deploying Smart Agriculture Applications
The SWAMP Architecture and Platform are influenced by the IoT Architecture (IoTecture) and the IoT
Computing Continuum (IoTinuum) [83], introduced here.

3.1. IoT Smart Application Life Cycle
Here we define IoT Smart Application (or only Smart Application) as a runtime instance of all software,
hardware and communications components deployed into a distributed computing infrastructure dealing
with a specific area or vertical, such as cities, agriculture, healthcare, or industry. We assume that the
development, deployment, execution, and management of IoT Smart Applications follow a life cycle
composed of four phases and transitions between them, as depicted by Figure 2. The notion of IoT Smart
Applications starts with the design and refinement of a layered architecture that provides the underlying
framework for understanding roles and abstract levels played by software, hardware, and communication
components. Lower layer components are, in turn, developed, composed, and integrated to operate
together in an IoT Application Development Platform. A System is created out of the development of
specific higher layer components and the integration of lower layer components from the Platform. As the
Platform evolves, it increasingly provides higher layer components to the System, with only few changes9.
The Platform and System are developed and maintained for playing a crucial role in providing the means for
flexible deployment into a distributed computing infrastructure. After deployment, the Smart Application
can be executed, subject to management.

Figure 2: IoT Smart Application Life Cycle:
 Architecture → Pla orm → System → Smart Applica on

3.2. The IoT Architecture for Smart Applications (IoTecture)
A complete solution for IoT smart applications requires different software, hardware, and communication
technologies working together and integrating a variety of platforms, components, services, and

8 loriot.io
9 This distinction between platform and system is a design choice of the SWAMP Project, which emerged from the innumerous
discussions and after both terms had been used interchangeably and caused confusion.
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applications. These technologies play different roles and provide functions that operate in different
perspectives of the scenarios addressed by smart applications. Figure 3 depicts our proposed IoT
Architecture (called IoTecture), a generic 5-layer IoT architecture based on our previous experience with
the development of IoT smart applications.

We recognize that a myriad of different layered architectures may be conceived having in mind different
target applications. Nevertheless, IoTecture is the outcome of both an analysis of the literature (section
2.3) and an iterative refinement process, and as such, it is effectively used in the specification of pilot
deployment scenarios, as well as performance analysis studies. Compared to the 5-layer IoT architecture
[53][42][48], our 5-layer one explicitly adds support for highly distributed data management functions and
separates physical and data-driven models from application services. Also, by clearly identifying and
separating components that are logically bound to the data, model, and service layers, IoTecture actively
helps the deployment of IoT Smart Applications over different distributed locations in the mist, fog, and
cloud. From a software architecture point of view, components of different layers are implemented by
services – actually implemented as Docker containers with an exposed API, therefore microservices.
Components inside each layer serve as representative examples of different alternatives that may vary
according to characteristics, requirements, and constraints of applications and users.

· Layer 1 (L1-Device): Sensors, actuators, and communication technologies - both wired and wireless
- make up the lowest layer of the IoT architecture. Devices are sensors and actuators that represent
IoT things. Figure 3 depicts some examples of Layer 1 components, such as industrial robots, that
have many sensors to track their actions, and actuators to control engines that make them move
according to different degrees of freedom, both exchanging messages with a Smart Industry
Application via wired and wireless communication technologies.

· Layer 2 (L2-Transport): Collecting data from sensors, making it available to data management
functions, receiving commands from application models, and sending them to actuators require a
good deal of intermediate components to make it happen. Figure 3 depicts some examples of
generic data transport functions for sensing and actuation purposes, such as: a) IoT Protocol (e.g.,
MQTT [52]) that sends data from IP speaking devices to the place where they are transformed or
filtered either by other components of this layer or by data management components; b) IoT
Protocol Translator (e.g., FIWARE IoT Agent10) converts data from IoT Protocol format (e.g., byte
stream for MQTT) into its internal format within data management components (e.g., NGSI/JSON
for FIWARE) and vice-versa; c) Sensor Data Endpoint (e.g., ChirpStack [10]) transports, unpacks and
decodes data for specific IoT wireless communication technologies such as LPWAN [49]; d) Device
Register deals with the myriad of connected devices; e) Data Encryption and AAA (Authentication,
Authorization, and Accounting) is pervasively necessary for IoT communications and included in
Layer 2. A general function of data security and network/service management are transversal
functions, as all layers pervasively needed them (not represented in Figure 3, though).

· Layer 3 (L3-Data): Every stage of any end-to-end IoT data flow needs to deal with data in different
ways, such as storing, retrieving, distributing, transforming, and filtering. Figure 3 depicts some
examples of generic data management functions, such as: a) Context Broker (e.g., FIWARE Orion11)
for context data distribution and related storage system; b) Big Data Pipeline (e.g., Apache Kafka12)
for raw data distribution and replication; c) Big Data Processing (e.g., Apache Spark13) for processing
large amounts of data; d) Time Series Storage (e.g., CrateDB14) for historical data, and; e) Interfacing

10 fiware-iotagent-ul.rtfd.io

11 fiware-orion.rtfd.io
12 kafka.apache.org
13 spark.apache.org
14 crate.io
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with External Systems, such as weather forecast services, online city traffic management services
and databases.

· Layer 4 (L4-Model): Represents application-specific models for any type of processing over data
collected from sensors and external systems, encompassing an assortment of algorithms,
equations, methods and techniques that change the data into knowledge that is used by end-users
to change the environment in a way that fits their best interests. For example, a Smart Irrigation
application may use soil and weather data, as well as weather forecast information (external
system), to feed physical and machine learning models to precisely compute when and how much
crops should be irrigated [39].

· Layer 5 (L5-Service): Contains services that support the interfaces and the interaction with end-
users of Smart Applications. This layer encompasses all services, applications, and graphical
interfaces that provide visualization of sensor data, sensing and actuation infrastructures, analyses,
choices, and decisions, as well as commands to change the state of the system. Figure 3 depicts
four IoT verticals as examples of Smart Applications, namely Smart Agriculture, Smart City, Smart
Healthcare, and Smart Industry.

Figure 3: IoT architecture (IoTecture) for smart applications

3.3. The SWAMP Architecture
The SWAMP project develops a high-precision smart irrigation system concept for agriculture. Within
SWAMP, water management for agriculture is partitioned into three phases: water reserve, water
distribution and water consumption. For Water Consumption SWAMP provides real-time responses for
adapting irrigation as crop conditions change. On the other hand, changes in water distribution are
performed in a longer timescale. Distribution and Consumption management systems are integrated, as
water usage triggers water distribution. The management of water reserves is not considered.

For making it possible the water distribution and irrigation services from SWAMP to be developed into a
Platform, we designed the SWAMP Platform, depicted by Figure 4. There is a mutual dependence between
the design of the SWAMP Architecture and the IoTecture, as the former is considered an instantiation of
the latter, as well as a preliminary version of the former [39] influenced the design of the latter [83]. The
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SWAMP Architecture has also five layers and up to layer 3 (data management) it follows the IoTecture,
instantiating the general names for specific devices, products or services.

· Layer 1: Device & Communication: a variety of sensor and actuator technologies to acquire soil
(e.g., moisture), plant (e.g., growing stage) and weather (e.g., air temperature), as well as LPWAN
communication technologies (e.g., LoRaWAN) are abstracted in this layer. The SWAMP pilots use
commercial sensors as well as a homemade multiparametric sensor probe [73]. Also, commercial
drones have been used to take images but a specific drone is under development since one of the
partners is a drone maker. A complete description of the sensing infrastructure is outside the scope
of this document.

· Layer 2: Data Acquisition & Transport: protocols and software components for data acquisition are
the key characteristic of this layer. The instantiation of the IoTecture into the SWAMP Architecture
yields MQTT as the IoT Protocol, ChirpStack as the Sensor Data Endpoint for LoRaWAN, and the
FIWARE IoT Agent as the IoT Protocol Translation.

· Layer 3: Data Management: contains software components in charge of data storage, processing
and distribution based on FIWARE GEs (Orion, QuantumLeap, Cygnus) and SEPA SPARQL engine
[64]. A mapper between FIWARE JSON NGSI and SEPA RDF data models also belong to this layer, as
exposed in section 2.6. A distributed infrastructure composed of cloud servers and fog nodes work
together for dealing with massive amounts of data and make it available to the upper layers.

· Layer 4: Water Irrigation & Distribution Models: traditional agriculture models for estimating plant
water needs using images generated by drones (crop-based approach) and using soil sensors for
determining soil moisture (soil-based approach) belong to this layer [72]. Soil Moisture Forecast,
Root Size Estimation, Water Need Estimation, Leaf Area Calculation, Irrigation Optimization,
Irrigation Detection, Water Distribution are typical services for smart agriculture focused on
irrigation. Optimization models and techniques for water distribution based on plant water needs
are essential whenever collective networks replace individual water sources. Also, computational
intelligence (e.g., machine/deep learning) works together with traditional models or in place of
them.

· Layer 5: Water Application Services: irrigation services that make sense to farmers and water
distributors via user interfaces. Particularly, SWAMP developed the Farmer App [16] for smart
irrigation, as well as the Water Distributor App and the Gate Operator App for smart water
distribution.
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Figure 4: The SWAMP Architecture

3.4. The IoT Computing Continuum (IoTinuum)
Any IoT Smart Application needs sensors and actuators to collect data and make changes in the system, and
a user interface, for different stakeholders to interact with the application. Those two components are
perceptible by any such application. Besides, intermediate components of a Distributed Computing
Infrastructure (DCI) perform communication, storage, and processing roles in different stages. This
continuum covering that end-to-end path of data acquisition, processing, storage, and transmission, starts
with devices and involves different DCI stages, ending up in the user terminal is called IoTinuum (IoT
Computing Continuum). Figure 5 depicts a generalization of IoTinuum that extends an earlier version tied to
a certain number of stages [83]. In a minimalistic scenario, the IoTinuum can be composed of a single DCI
stage. Usually, it has two or three stages.

Figure 5: IoTinuum: Device, Infrastructure, and Terminal

The abstract IoTinuum depicted by Figure 5 can be classified into specific stages, installed into different
physical locations, deployed and executed on different computing platforms, and exhibiting different
mobility patterns. Table 2 further depicts the IoTinuum components in a non-exhaustive classification,
breaking down the Distributed Computing Infrastructure into two parts: Edge Computing and Core
Computing. The core is commonly a single stage represented by a cloud running on datacenter servers,
although in practice, it may be composed of multiple interacting clouds. As for the edge, it usually spans
different stages.
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Here we consider three edge stages - Mist, Fog, and Cloudlet - that characterize a crescendo of
computing power. Mist usually is represented by lower capacity computing systems, such as single-board
computers (SBC), deployed in the field and close to the devices, performing functions of radio gateways, as
defined by RFC 8376 [21]. Because they are deployed in the field, Mist nodes usually do not have a stable
power source and depend on energy-harvesting techniques such as photovoltaic cells, e.g., for a LoRaWAN
gateway. Alternatively, in some applications, a smartphone may play the role of a mist node. Fog, however
broad this concept might be in the literature, is here used to represent a node with a particular computing
power (e.g., a tower server) located within some kilometers away from devices and mist nodes. Fog nodes
are installed in sheltered places with stable power sources, for example, a farm office or a street telecom
cabinet. Cloudlet is comprised of a set of servers running as a micro datacenter in a prepared room [66], as
a telecom operator point of presence spread over urban spaces or an IT room in a factory. Also, IoTinuum
components are affected by mobility patterns, where some components may be fixed or mobile (Thing,
Mist, and Fog), only Fixed (Cloudlet, Cloud, and App/Desktop) or only Mobile (App/Smartphone and
App/Laptop).

Table 2: IoTinuum Components

Location Stage Equipment Mobility

Device S1-Thing Sensor
Actuator

Fixed/Mobile
Fixed/Mobile

Edge
S2-Mist
S3-Fog
S4-Cloudlet

SBC or Smartphone
Server
Servers (micro datacenter)

Fixed/Mobile
Fixed/Mobile
Fixed

Core S5-Cloud Datacenter servers Fixed

Terminal S6-App
Smartphone
Laptop
Desktop

Mobile
Mobile
Fixed

The difference between locations and stages is that the former refers to concrete artifacts that bear
physical properties, and the latter represents abstractions or metaphors that explain the role and usage of
these locations by specific equipment. Device, Edge, Core, and Terminal refer to locations and their
distances from the sensors and actuators (devices being at a distance zero from themselves). Stages receive
acronyms from S1 to S6 because they are the ones where the equipment will effectively be placed and
software components executed. The understanding of IoTinuum stages facilitates the transformation of
IoTecture components, developed to form a Platform, into services deployed in specific locations. IoTecture
provides a high-level structural view of software, hardware, and communication components placed into
layers for facilitating system design and development. However, it does not provide indications on where to
deploy these components. Here, we assume this is the role of the IoTinuum and the distributed
deployment process of IoT Smart Applications.

If all that stages depicted in Table 2 are used in a single deployment, it yields a 6-stage IoTinuum with
four DCI stages (three at the edge and one at the core), composed of S1-Thing, S2-Mist, S3-Fog, S4-
Cloudlet, S5-Cloud, and S6-App (Figure 6a). From S2-Mist up to S5-Cloud in the DCI, two characteristics
differentiate the stages. Firstly, computing power increases in a continuous crescendo. Secondly, the
number of distributed devices decreases at a similar pace. Other combinations of the IoTinuum in realistic
scenarios are also possible.

Nevertheless, not necessarily all six stages are needed in specific deployments or make sense for all
Smart IoT Applications. In most deployments, shorter versions will be in place, motivated by different
characteristics, requirements, and constraints of applications and stakeholders. In practice, only one stage
might be necessary in a minimalistic IoT installation, but in most cases, two or three stages are needed.
Figure 6b represents a 5-Stage IoTinuum with no S4-Cloudlet stage, Figure 6c depicts a 4-Stage IoTinuum
with S2-Mist in the edge and S5-Cloud in the core, and, finally, Figure 6d represents a 3-Stage IoTinuum
with only a single S2-Fog for the DCI. Section VII further exemplifies these options. It has been



SWAMP - 777112 02/12/2020

D1.4 Final SWAMP Platform 22 of 61

demonstrated that the choices of stages and software components installed on them in particular
configurations may yield different performance and scalability results [83].

a) 6-Stage IoTinuum & 4-stage DCI: S1-Thing, S2-Mist, S3-Fog, S4-Cloudlet, S5-Cloud, S6-App

b) 5-Stage IoTinuum & 3-stage DCI: S1-Thing, S2-Mist, S3-Fog, S5-Cloud, S6-App

c) 4-Stage IoTinuum & 2-stage DCI: S1-Thing, S2-Mist, S5-Cloud, S6-App

d) 3-Stage IoTinuum & 1-stage DCI: S1-Thing, S3-Fog, S6-App

Figure 6: IoTinuum examples with different stages of the Distributed Computing Infrastructure

The combination of using a varied number of stages of the IoTinuum renders many different
deployments, where edge and core stages may or may not be present. The IoTinuum Wheel (Figure 7)
illustrates how the six IoTinuum stages can be combined to form specific deployment configurations. The 6-
Stage, 5-Stage, 4-Stage, and 3-Stage IoTinuum examples from Figure 6 can be generated from Figure 7. One
example is the different ways of connecting S6-App to the DCI stages. S6-App can be directly connected to
S5-Cloud, S4-Cloudlet, S3-Fog, and S2-Mist. Not all possibilities appear in specific deployments, and some
are even undesirable. For example, the S6-App → S5-Cloud makes more sense in most practical cases,
whereas S6-App → S2-Mist would only be acceptable in limited or test cases.
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Figure 7: IoTinuum Wheel: different possibilities to combine the IoTinuum stages

3.5. Deployment of the SWAMP Architecture into the IoTinuum
The IoTinuum is a flexible distributed computing infrastructure able to encompass multiple IoT applications
that helps the understanding of the tradeoffs involved with the wide variety of deployment configurations.
Here we present examples of mapping the IoTecture components instantiated for SWAMP into the
IoTinuum.

Figure 8 depicts two different mappings from the SWAMP Architecture to the IoTinuum used by different
SWAMP Pilots. A 6-stage IoTinuum mapping used in the MATOPIBA and Guaspari pilots is depicted by
Figure 8a. Soil moisture sensor probes and weather stations in S1-Thing send data to be processed in S5-
Cloud using LoRaWAN, which is forwarded by the gateway installed in the fields (S2-Mist) to the LoRaWAN
application and network servers in the farm office (S3-Fog) via Wi-Fi. In turn, S3-Fog forwards the data to
the cloud but also processes it using simpler models, to maintain an uninterrupted operation even under
disconnections between S3-Fog and S5-Cloud, which may frequently happen in farms in different parts of
the world due to unreliable connectivity to the Internet. Farmers can visualize the collected data and
authorize irrigation plans computed by the models in S6-App, which trigger irrigation operation models that
send them back to the farm. In our model in Figure 8a the various elements of the irrigation system - such
as pumps, valves, sprinklers, need to be controlled individually, demanding a considerable amount of data
to be sent by S2-Mist to S1-Thing (actuators). Therefore, the communication of S2-Mist and S1-Thing is via
a wired Controller Area Network (CAN bus) to provide reliability to the irrigation operation, but also,
wireless technologies may be used alternatively [67]. Both sensors and actuators in S1-Things implement
L1-Device and L2-Transport functions. S3-Fog implements L2-Transport functions as the LoRaWAN
endpoint, but also L3-Data management functions and L4-Model functions for assuring guaranteed
uninterrupted operations. The critical physical crop evapotranspiration and machine learning models are
processed in S5-Cloud.

Alternatively, Figure 8b depicts a 5-stage IoTinuum mapping used in the SWAMP Cartagena and CBEC
pilots. For this case, S3-Fog is absent due to the existence of reliable connectivity and no requirement for
keeping on-premises computing infrastructure. As a result, some functions must be moved from S3-Fog to
S5-Cloud, such as the ChirpStack LoRaWAN server and the LPWAN endpoint moves to the cloud. As a
matter of fact, the Guaspari pilot, that has been discontinued, was updated in the beginning of 2020 from a
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6-stage (Figure 8a) to a 5-stage (Figure 8b) deployment to make this pilot more independent from the farm
infrastructure.

a) 5-Stage IoTinuum used in the MATOPIBA and Guaspari SWAMP Pilots

a) 4-Stage IoTinuum used in the Cartagena and CBEC SWAMP Pilots

Figure 8: Mappings of SWAMP into the IoTinuum

3.6. SWAMP Deployment Scenarios: Pilots and the IoTinuum
There are different ways of deploying the SWAMP Platform in pilots according to the IoT Communication
Continuum, which vary according to the requirements, preferences and constraints of each pilot site. Here
we present the deployment scenarios for the four SWAMP pilots, focusing on showing the real components
that implement the IoTinuum stages depicted in Figure 8. Here we do not show specific components of the
SWAMP Platform, but only an overview of the deployment.

The deployment of the SWAMP Platform for the MATOPIBA pilot has to deal with communication
instability, distance from the farm office to the center pivot, and even distance from the farm to the
nearest downtown area. A center pivot irrigates a circular agricultural plot of 100 hectares that alternates
soybeans and cotton and the plot is further divided into different management zones based on differences
in the soil properties. The center pivot controls the variable rate irrigation sprinklers (actuators). The
SWAMP project developed multiparametric probes for soil sensing, which include moisture, temperature
and electrical conductivity sensors at three depths.

Figure 9 depicts the MATOPIBA scenario with five IoTinuum stages: S1-Thing (soil moisture sensors and
weather station), S2-Mist (LoRaWAN gateway, Weather Station Collector), S3-Fog (ChirpStack, MQTT), S5-
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Cloud (FIWARE components), and S6-App (SWAMP Farmer App). The mist contains a LoRaWAN gateway
and a mapper from the weather station data format to FIWARE Ultralight 2.0 protocol and forwards it to
the FIWARE IoT Agent. On the other hand, the complexity of the communication and processing of sensor
data is dealt with by the fog. The center pivot irrigation system is not directly controlled by SWAMP, as it is
supplied by Fockink15 that currently does not provide an API for automated interaction. Therefore, the
farmer must input the irrigation recommendations to the Fockink proprietary system.

Figure 9: Deployment of the SWAMP MATOPIBA Pilot (Luis Eduardo Magalhães – Brazil)

Figure 10 depicts the Guaspari deployment scenario that is very similar to MATOPIBA, with five IoTinuum
stages. Since Guaspari has a stable Internet connection, in this scenario we experimented a deployment
configuration with no S3-Fog stage. The S3-Fog components were moved to S5-Cloud and the LoRaWAN
gateway forwarding the LoRaWAN packets directly to the cloud. Also, another difference from MATOPIBA is
the dripping irrigation system, provided by Netafim16.

15 https://www.fockink.ind.br
16 https://www.netafim.com
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Figure 10: Deployment of the SWAMP Guaspari Pilot (Santo Antonio do Pinhal – Brazil)

Figure 11 depicts the Intercrop (Cartagena) deployment scenario that implements four stages of the
IoTinuum, as a simplification of both MATOPIBA and Guaspari scenarios, where no Fog is deployed in the
farm office. This configuration of the SWAMP Platform is based on the premise that there is a stable cellular
connection (3G/4G) for the mist to interact with the cloud. In this scenario, apart from the Mist node, the
farm becomes independent of any IT operations infrastructure for running the SWAMP Platform.

In the Intercrop pilot, the irrigation system is directly controlled by the SWAMP Platform. In the Intercrop
pilot, the sprinkler irrigation system is built from scratch at the beginning of farming season and it is
removed after harvesting. The irrigation systems’ valves, pump, reservoir, and water flow meters are IoT
Nodes. The actuating nodes, the position of valves and status of the pump, are controlled by the SWAMP
platform. The purpose is to automate the irrigation with Water Need Estimation and Irrigation planning
services of the SWAMP platform and to make it more precise and flexible.
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Figure 11: Deployment of the SWAMP Intercrop Pilot (Cartagena – Spain)

The SWAMP Platform Scenario for the CBEC Pilot introduces a significant difference from the previous
ones, as it mostly focuses on water distribution. As such, not only the irrigation prescription map for the
farmers must be generated, but also the distribution optimization plan for the water distributor (i.e., CBEC).
As shown in Figure 12, data comes from farms, but also from the distribution network controller by the
CBEC water distribution consortium. As the latter is a large network due to the extension of the covered
area, it is summarized by a single operation center that receives data from multiple sensors, such as water
level sensors and automatic gates. At farm level, soil sensor measurements are acquired through LoRa-
powered sensors and published in a LoRaWAN server. Also, in S6-App, the CBEC pilot provides two
additional applications especially developed for the water distribution management: the Water distributor
app, represented as a laptop in the picture and used by the technicians in the operation center, and the
Gatekeeper App, used to send instruction to gatekeepers for manually opening and closing the gates.
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Figure 12: Deployment of the SWAMP CBEC Pilot (Reggio Emilia – Italy)

4. The SWAMP Platform

4.1. The SWAMP Platform Composition
The SWAMP Platform is comprised of three sub-platforms, namely SWAMP IoT Platform, SWAMP
Application Platform and SWAMP Management Platform (Figure 13). Basically, only the end-user
applications (SWAMP Apps) and the external systems are outside of the concept of platform. These three
platforms along with SWAMP Applications and External Systems are architected to build a SWAMP System
that in turn is deployed into a SWAMP Smart Application. The process of designing the SWAMP Platform
follows the 3.2. IoT Smart Application Life Cycle, introduced in section 3.1.
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Figure 13: SWAMP Platform Composition

4.2. SWAMP IoT Platform
The SWAMP IoT Platform (Figure 14) is based on existing software and hardware platforms, such as FIWARE
(section 2.4), SEPA (section 2.5) and ChirpStack LoRaWAN Server (Section 2.7), and some in-house
developed services, such as a LoRaWAN Ultralight 2.0 IoT Agent. Five FIWARE GEs are represented in Figure
14, but different ones can also be used depending on the specific needs, such as Cosmos. For SEPA, besides
the SEPA Broker, the SEPA-FIWARE Adapter and the SEPA IoT Agent are represented in the picture, where
the former is needed for adapting SPARQL into NGSI and vice-versa (described in section 2.6 but not
implemented in a fully operational version) and the latter is needed for converting sensor data into the
platform (also known as SEPA MQTT Adapter). The SWAMP IoT Platform also contains the hardware
components and embedded software for IoT devices (sensors and actuators) and IoT gateways (such as
LoRaWAN Gateway).
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Figure 14: SWAMP IoT Platform

The SWAMP IoT Platform has been subject to analysis directly the in the pilots [30], as well as in lab
testbeds [30][39][82] [83]. During the pilot deployment phase, several technologies were integrated
together, as the FIWARE IoT Framework and its Generic Enables, and the ChirpStack LoRaWAN stack
implementation. Furthermore, we developed various software components for data measurement, such as
RS-232 weather station data collector, LoRaWAN-based soil moisture sensor collector, and weather
forecast collector. The results obtained from pilots in Brazil and Europe show the great versatility of the IoT
technology applied to smart agriculture.

The SWAMP requirements involve obtaining soil weather data for irrigation decision-making. A variety of
commercial soil moisture sensors are available, from which Libelium17 and Meter18 have been used in
SWAMP Pilots. Also, SWAMP developed a low-cost multi-depth soil probe capable of monitoring soil
moisture and temperature at three depths and transmitting data via LoRaWAN [73] mostly used in the
Brazilian pilots, depicted by Figure 15a. The weather forecast data is collected from weather service
providers, including AccuWeather19, Climatempo20, ARPAE21, AEMET22, and OpenWeather23. As this data is
available directly from the Internet, we had only to implement a service to capture it using the appropriate
APIs – the Weather Forecast Collector (WFC). In other words, for this type of data, the weather service
providers behave as virtual sensors. Finally, the current weather data is obtained by a Weather Station (WS)
installed closer to the fields. Different weather stations were used, such as the VAISALA WXT520 that
provides RS-232 / RS-485 serial communication. To forward the data from the station to the Internet, a low-
cost Single Board Computer (Raspberry Pi), was connected to the WS, which collects its data by serial RS-
232 communication and transmits it using Wi-Fi technology to the farm infrastructure. The weather station
and the hardware and communication infrastructure used in Brazilian pilots is shown by Figure 15b.

a) Soil Moisture Probe b) Weather Station

Figure 15: SWAMP Probe and Weather Station: Communication Infrastructure

The effectiveness of LoRaWAN for the purposes of SWAMP in smart irrigation has been extensively tested
[30][39][83]. Also simulation and testbed measurement experiments were conducted considering different
tradeoffs of distance, sensor density, and spreading factor, we conducted a measurement-based study to
obtain accurate results involving real-world equipment and servers [82]. Since it is unrealistic to assume the
availability of an experimental field with thousands of LoRaWAN-enabled devices where we can change the

17 Libelium, http://www.libelium.com
18 Meter, https://www.metergroup.com
19 AccuWeather, https://www.accuweather.com
20 Climatempo, https://www.climatempo.com.br
21 ARPAE, https://dati.arpae.it/dataset/erg5-interpolazione-su-griglia-di-dati-meteo
22 AEMET, http://www.aemet.es/
23 OpenWeather, https://openweather.co.uk
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parameters and replicate tests as we see fit (for example, not available in the SWAMP Pilots), a
performance analysis was based on two separate steps using different techniques, namely simulation, and
measurement, as depicted by Figure 16a.

· Step 1 – Simulation: scalability is a crucial concern for the deployment of very dense IoT systems.
When thousands of sensors are simultaneously transmitting data, understanding the performance
of LoRaWAN is crucial. We used the ns-3 LoRaWAN module [76] to simulate a farm with four
circular parcels irrigated by a central pivot, with a bandwidth of 125 KHz, gateway single channel,
coding rate 4/5 and a grid-like position of devices (Figure 16b). Within each parcel, sensors were
concentrically distributed around its center, sending 10-byte data packets every 10 minutes. For
each parcel representing different distances from the gateway, we varied the number (density) of
sensors (10, 100, 1000, 5000, 10000) and the LoRa spreading factor (SF7, SF8, SF9, SF10, SF11,
SF12) in different experiments.

· Step 2 – Measurement: a practical approach with real experimentation and measurement allows us
to understand the answer of equipment, servers, and networks. To that purpose, we conducted a
set of experiments (120) similar to Step 1 in a testbed-hosted SWAMP Platform. In our
configuration, the delay and packet loss results from Step 1 are fed into the WANem networks
emulator [34] to model the LoRa air interface. Like in the pilot, sensors send data packets every 10
minutes. For the experiments, we followed the IoT Computing Continuum (IoTinuum) presented in
section 3.4 with three stages to represent the smart irrigation scenario, including Stage 1 Thing (S1-
Thing), Stage 2 Mist (S2-Mist), and Stage 3 Fog (S3-Fog) for representing the sensors, LoRa
Gateway, and the IoT Platform running on a fog, respectively. Since our goal was to analyze
LoRaWAN, we represented the segment of the end-to-end data flow that includes the stage where
the LoRaWAN server (ChirpStack) is located, i.e., the fog. Therefore, our experiments do not
consider a cloud (S4-Cloud) and the user terminal (S4-Terminal). On S1-Thing, the SenSE Simulator
[83] was used to generate real soil moisture sensor data, running on a virtual machine (VM) on a
server. WANem also ran on another VM representing the LoRa network. On S2-Mist, a Raspberry
Pi 3 hosted the LoRa gateway, running a modified version of the Semtech Packet Forwarder24 that
replaces the HAL (hardware abstraction layer) by a UDP socket. It receives packets from SenSE and
forwards them to the Gateway Bridge25, which converts Packet Forwarder protocol into a
ChirpStack Network Server data format. S3-Fog also runs in a VM and hosts the ChirpStack Network
and Application servers, the FIWARE IoT Agent and Orion, and a simple Sink data consumer. Figure
16b shows the scenario represented in the experiments of Step 1 and 2, namely the farm hosting
the MATOPIBA pilot of the SWAMP project with four circular parcels irrigated by a center pivot. We
varied the sensor density, i.e., the number of sensors – 10, 100, 1000, 5000, 10000 - distributed
over the parcels in different experiments.

24 https://github.com/heideker/simLoRaPacketFW
25 https://www.chirpstack.io/gateway-bridge
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a) b)

Figure 16: SWAMP LoRaWAN high-scale performance analysis:
a) Simulation and Measurement approach for LoRaWAN Performance Analysis;

b) SWAMP MATOPIBA Scenario for LoRaWAN-based Performance Analysis

4.3. SWAMP Application Platform
A SWAMP Application Platform deals with water management for precision irrigation in agriculture,
focusing on irrigation and water distribution. As depicted by Figure 17 the SWAMP Application System is
composed of two major components: Water Irrigation Platform and Water Distribution Platform.

The Water Irrigation Platform deals with the management of irrigation. Water need estimation uses known
agricultural models, such FAO 56 [2], also using soil and crop information as well as novel machine-learning
techniques to estimate the amount of water needed by plants, based on information collected from the soil
by moisture sensors (soil-based approach) or on information collected from plants by images taken by
drones (crop-based approach). The Irrigation Platform needs to estimate the amount of water to be
sprayed in the crop and generate an irrigation plan after an optimization process. In SWAMP the Water
Need Estimation process may be performed by two different methods, namely, Crop-based Water Need
Estimation and Soil-based Water Need Estimation. The methods, models, algorithms, and techniques used
by the SWAMP Water Irrigation Platform are described in SWAMP Deliverables D3.1 [74] and D3.2 [15].

· Soil-based Water Need Estimation: uses soil moisture data, as well as weather and weather
forecast data, to estimate the amount of water need by crops. This process needs first to forecast
the percentage of moisture in the soil (Soil Moisture Forecast in Figure 17) that in turn is
transformed into a water blade needed by the crop (Water Need Calculation in Figure 17). The
process of calculation the amount of water needs the information of the root size (or depth),
computed by Root Size Estimation. There are also two auxiliary services, namely, Probe Data
Calibration that converts the measured soil moisture data (in different units) to a percentage of
moisture according to soil calibration curves (derived from experiments with each soil type). Also,
data collected in multiple time frames must be aggregated into hourly and daily values, performed
by the Data Fusion service. The output of Water Need Calculation is then subject to an optimization
process based on integer linear programming (Irrigation Optimization) that considers multiple
criteria, such as constraints of the irrigation system and costs (described in Deliverable D3.2 [15]).

· Crop-based Water Need Estimation: uses soil modeling (using the CRITERIA tool described in
Deliverable D3.1 [74]) as well as crop images photographed by drones to estimate water needs.
From these images, different indexes are calculated, such as NDVI (Normalized Difference
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Vegetation Index) and LAI (Leaf Area Index), used to estimate the crop phenological (growing)
stages. After this process, the crop-based method also is subjected to optimization methods to
generate the irrigation plan.

· Irrigation Operation: takes irrigation plans as an input and converts them to a format that is
understood by specific irrigation systems. This service can be as simple as entering the irrigation
plan into an existing commercial irrigation system. Also, when the components of the irrigation
system must be controller by the SWAMP Platform, the irrigation must be carefully planned by the
Irrigation Planner, and then the irrigation execution is managed by the Irrigation Manager, which is
turn commands valves (Valve Controller) and pumps (Pump Controller). In specific cases, other
irrigation components must be also controlled to the irrigation to take place.

· Water Spray Detection: aims at identifying whether an irrigation system is operating as expected,
i.e., if water is flowing from sprinklers with the expected pressure. This service abstracts the
combined action of a drone that films an irrigation system in operation and a deep learning model
that identifies the volume of the water spray.

The Water Distribution Platform deals with the management and optimization of the water distribution
network that makes it possible for farmers to irrigate their crops as demanded by the water irrigation
system. Water distribution is the subject to the SWAMP Deliverable D3.3 [18] that contains rules, criteria
and, operations intended to optimize the water distribution system for the irrigation purpose, such as
opening and closing water gateways.

Figure 17: SWAMP Application Platform

Figure 18 depicts an Entity Flow Diagram (EFD) that illustrates the flow of entities through the SWAMP
Platform, representing the input and output of services comprising the Soil-based Water Need Estimation
approach. A complete description of services and entities is outside the scope of this deliverable, as it is
reported in SWAMP Deliverables D2.4 [70] and D2.7 [69], respectively. The EFD abstracts the IoT Platform
because SWAMP services always exchange entities in the JSON NGSI via the Orion Context Broker, not
represented in the picture. Relevant information from Figure 18 is:
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· The Weather Station Collector, Soil Probe Collector, and Weather Forecast Collector services
represent each one a service (or a set of services) that collects, transmits, and stores data in Orion,
from where data is further stored in Quantum Leap for making it available later on as a time series
database. They collect raw data and convert it into the SWAMP entities Soil Probe , Weather
Station , and Weather Forecast  in JSON NGSI format.

· Soil moisture may come into different formats and not calibrated for particular soil types. In other
words, data coming from sensors frequently cannot be used as is, but require to be calibrated,
which is performed by the Probe Data Calibration service that inputs entity  and outputs entity
Soil Probe Calibrated.

· The Data Fusion service inputs entities , , and , and outputs aggregations for selected time
frames (currently hourly and daily) for each management zone. For soil moisture data (entity ) it
averages data from all sensors installed in each management zone. For weather forecast (entity ),
it chooses the last forecast of the time frame, which is considered the most accurate one. The
output entities are Soil Probe DataFusion , Weather Station DataFusion , and Weather Station
DataFusion .

· The Soil Moisture Forecast is based on the LSTM RNN technique and is divided into two phases,
training and execution. The training phase is not shown in the EFD, which highlights the application
of the model based on a recent window of input entities, namely, soil moisture (entity ), weather
(entity ) and weather forecast (entity ) data. It outputs the soil moisture forecast for some days
and all management zones, entity Soil Moisture Forecast .

· The Root Size Estimation service uses the PCSE simulator26 to estimate the root depth of the crop,
using as input weather data (entity ), Crop Type (entity ), Soil (entity ), Crop Instance (entity

), and Management Zone (entity ). It outputs the same crop instance entity , storing the
current root depth into the Root Size attribute.

· The Water Need Calculation service inputs soil moisture forecast (entity ) and root size (from
entity ), as well as the Wilting Point and Field Capacity from each management zone (entity ). It
outputs a Water Need Forecast (entity ), which contains matrix with a series of water blade for
every day (e.g. five days).

· Finally, the Irrigation Optimization service inputs the Water Need Forecast (entity ), but also
Management Zone (entity ), Irrigation System Features (entity ), Water Supply Constraints
(entity ), and Financial Constraints (entity ). It outputs an Irrigation Recommendation (entity

 ) for each management zone that is available to the farmer via the farmer app.

26 pcse.readthedocs.io
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Figure 18: Entity Dataflow for Soil-Based Water Need Estimation in the SWAMP Platform

4.4. The SWAMP API
A myriad of microservices composes the SWAMP Platform, each of them having a different API and
automatic data exchange with other platform components. Furthermore, two FIWARE components are
responsible for data management, namely Orion, which stores the current state of an entity, and
QuantumLeap, which stores complete time series. The SWAMP API is a transparent interface with the
SWAMP platform, providing a unified entry point for applications to access platform services. Thus, it
facilitates the implementation of new applications, offering a richer alternative to the services provided by
the FIWARE platform, including notifications. The API follows the REST architectural style, using HTTP and
JSON as communication protocol and data format, for universal support. It offers endpoints for historical
and current data and the data format of results follows the FIWARE NGSI conventions.

Figure 19 represents the SWAMP Platform composed of IoT, Application and Management Platforms and
their interface with External Systems and Visualization Interfaces (GUI) by means of the services provided
by the SWAMP API.

Figure 19: The SWAMP API and its relationship with the SWAMP Platform
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4.5. SWAMP Management Platform
The SWAMP Management Platform is based on a novel IoT Management Architecture (IoTManA), specially
designed for the SWAMP Project, but generic enough to be employed in the management of any IoT Smart
Application [55].

4.5.1. The IoT Management Architecture (IoTManA)
The IoTManA, depicted in Figure 20, aims at managing different aspects of infrastructure (machines,
devices, and communications), software components (brokers, databases), data flow, and data quality. It
follows the IoTinuum (section 3.4), where in Figure 20 four stages are represented: S1-Thing
(sensor/actuator), S2-Mist, S3-Fog, and S5-Cloud. The IoTinuum explicitly identifies and recognizes a special
role for a mist node, the computing platform closest to the devices. Usually, it is composed of IoT gateways
that play a role in the sensing infrastructure by providing high-power computing and communication
features, such as processing, storage, and IP communications. In a smart agriculture scenario, mist nodes
are located outside on the farm playing the role of a radio gateway, making it possible to collect soil sensor
data or weather stations and transmit commands to actuators (e.g., for irrigation). On the other hand, in a
smart city scenario, mist nodes may be located in the streets, such as traffic signal controllers in smart
traffic light applications.

The four layers of the IoT Management Architecture (IoTManA):

· Layer 1 (L1 - Infrastructure) manages devices (sensors and actuators), physical and logical hardware
(i.e., bare metal and virtual machines or containers), and network infrastructure, with the
perspective of reliability. It includes the management of sensor, mist, fog, and cloud hardware
components. The hardware components may be a simple Raspberry Pi (S2-Mist), a computer (S3-
Fog), or a dedicated cloud server (S5-Cloud). This layer also manages the links between the
computing components, including LoRa or other wireless technology links between device and mist,
a WLAN connection (e.g., Wi-Fi) between mist and fog, and the Internet connection between fog
and cloud.

· Layer 2 (L2 - Software) manages software components (e.g., services or microservices) of the IoT
Platform and Applications (not shown in the picture). The software running in the computing
components is monitored and managed by IoT Agents. Software components poll an existing API (a
specific API or an API compatible with IoTManA).

· Layer 3 (L3 - Dataflow) manages the availability of dataflows across hardware, software, and
network elements. The IoT Manager checks all dataflow steps from the sensor until the cloud
storage system. The steps of an end-to-end dataflow may be monitored indirectly rather than
directly. For example, if data is received from a sensor in the cloud, it can be safely assumed that
data flow is actively working.

· Layer 4 (L4 - Data Quality) analyzes the data quality from two perspectives of veracity. A univariate
data analysis performs simple checks of data ranges (e.g., maximum and minimum), periodicity
(e.g., data received every x minutes), and the anomaly of one variable at a time (e.g., a substantial
unexpected variation of a metric). A multivariate data analysis performs more complex analyses of
multiple variables (e.g., comparing rainfall with soil moisture).
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Figure 20: The IoT Management Architecture

4.5.2. Instantiating the IoT Management Architecture for SWAMP
The SWAMP Project implements a version of the IoTManA where the IoT Protocol Broker is represented by
an MQTT broker (e.g. Mosquitto), the IoT Sensor Server is represented by the ChirpStack LoRaWAN Server,
the IoT Context Broker is represented by FIWARE Orion and the IoT Data Storage is represented by FIWARE
Quantum Leap. In SWAMP, all management data is also saved to FIWARE Orion and stored in FIWARE
Quantum Leap as a NGSI JSON document. In our implementation, we maintain a different Orion instance
for management purposes, but the same instance used for distributing data may be used as an alternative.

Figure 21 depicts the SWAMP Management Platform. The colors of the boxes relate to the colors of the
IoTManA layers in Figure 20. Some components represented by white boxes implement more than one
IoTManA layer.

· IoT (Management) Agent (IoTMA)27: the main functionality of the IoT Agent is to monitor and
control the mist, fog, and cloud machinery (physical/logical) and the software components running
on them. Monitoring is a data collection of hardware/software components functioning, such as
fault or performance, sent to the IoT Manager. There are two types of IoT Agents, namely, for
obtaining information from the infrastructure and software components. Control means any
actuation on hardware, software, or communication components, such as turning on/off
equipment or software components and changing some configurations. IoT agents can monitor
Docker containers, processes, connections between hosts, CPU and memory usage, and application
availability. Availability is monitored by different approaches to validate the operating state of an

27 Since IoT Agent is also the name of the FIWARE IoT protocol translator, the use of this name may be confusing and may be replaced
by IoT Management Agent if needed. However, we kept the name IoT Agent to keep with the network management concept based on
agents and managers.
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application, such as sending a request to a health check endpoint in the software component (in
case of a REST API available) or consuming the service (e.g., subscribing in a topic to the MQTT
broker and then publish a message, receiving the same information in the form of a subscription).

· IoT Manager: responsible for monitoring, analyses, and actuation actions. The IoT Manager receives
management data from IoT (Management) Agents and analyzes the agents' end-to-end dataflows
and alarms. It may also actuate remotely on IoT Agents, e.g., sending messages for changing the
state of some components. The IoT Manager comprises five sub-components, one for managing
each IoTManA layer (L1 Manager, L2 Manager, L3 Manager, L4 Manager), and the Actuation
Manager that allows changing the state of software, hardware, and communication components
automatically or manually.

· IoT Entity Observer: composed of an IoT Entity Editor (IoTEE) and an IoT Entity Visualizer. The IoTEE
provides the functions of Creating, Reading, Updating, and Deleting (CRUD) Virtual Entities (VE,
which correspond to physical entities managed by SWAMP). The IoT Entity Visualizer is a custom
dashboard that allows end-users and operators to check the status and the historical values (time
series) of the managed entities.

· IoT Sensor Setup (IoTSS) is used in the field installation (and update) of physical sensors and its
association with virtual entities. The IoTSS works in places where 4G/Wi-Fi connectivity is not
guaranteed due to limited coverage or shadow areas. The IoTSS binds the physical device and its
digital representation in the system as a virtual entity, making it easy to install and manage new
devices on a virtual level.

Figure 21: SWAMP Management Platform
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4.5.3. The IoT Manager: Managing the 4-layer IoTManA
For the SWAMP Management Platform, each virtual entity (VE) is a JSON representation of an entity to be
managed, such as software, hardware, communication component, and a device or a system. Virtual
entities allow the IoT Manager to integrate and manage all different aspects of the platform. For instance,
sensors can be configured by the IoTSS using the VE that contains attributes such as publish interval,
format, and address to publish. Virtual entities are organized in a graph structure representing how they
are related in each IoTManA layer.

Figure 22 illustrates how the IoT Manager represents each component as a virtual entity managed by Layer
1 Infrastructure showing the dataflow through the IoT Platform. Each entity is self-contained with its
attributes such as hardware resources, processes, and availability. The mist, fog, and cloud entities
represent a Raspberry Pi, a hardware server, and a virtual machine running in a cloud environment.

The Wi-Fi and Internet connection entities represent the connectivity between two entities, storing data
about latency and availability. The RogueLora hardware transmits a LoRa package every minute in a
controlled environment that ensures its authenticity and reliability. The IoT Manager can check if the Lora
Connection is up comparing the interval between the current time and the last time of the transmission in
the RogueLora entity.

Figure 22: IoTManA Layer 1 - Infrastructure Graph Representation

The resulting graph structure also allows the representation of entities as node clusters. In Figure 22, the
Mist, Fog, and Cloud entities are represented as clusters that can be expanded, revealing information about
the software components executed in each node. In this representation, edges indicate dataflows
traversing the platform.

Figure 23 illustrates the graph entity that allows the management of Layer 2 Software Components of the
IoTManA. Each software component is represented as an entity with a group of attributes such as resource
usage and availability.
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Figure 23: IoTManA Layer 2 - Software Components Graph Representation

The Layer 2 graph is a directed graph focused on the software components and their operative
dependencies represented by the edges. In Figure 23, the outgoing edge of the Cloud Orion entity indicates
that it is dependent on the Cloud MongoDB entity to be operative. In other words, if the MongoDB entity
status is down or the service is unavailable, the Cloud Orion entity will also be down and unavailable. Nodes
with zero connections have no operative dependencies. The Mist, Fog, and Cloud entities are also
represented in the graph as clusters, and each entity is dependent on the cluster it belongs to since each
software component is directly dependent on the infrastructure where it runs. If the Fog entity fails, all the
execution components that depend on this entity will also fail.

In other words, our graph modeling approach in the SWAMP Management Platform represents
dependencies between IoTManA layers. By making explicit each entity's dependencies, the IoT Manager
can analyze the relationship between components and correlate their status to determine the platform's
health. This approach also allows the IoT Manager to determine the impact of an individual software
component in the platform, facilitating the isolation and detection of the failure and enabling the
projection and prevention of failures.

Figure 24 illustrates the dataflow along the platform using a directed graph where edges have a sequence
number. The graph represents Layer 3 Dataflow, which is an expanded version of the clusters in Layer 1
Infrastructure. The Layer 3 graph considers both infrastructure (i.e., connections) and software
components, allowing the IoT Manager to be aware of all components that may interfere in the platform's
communication and correct operation.
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Figure 24: IoTManA Layer 3 - Dataflow Graph Representation

To ensure that the platform is functioning, a node representing the dataflow reaching the endpoint at the
cloud is added at the end of the graph, represented in Figure 24 as Cloud DataFlow. In the case of an
interruption in the dataflow, the IoT Manager can check the IoTManA layers to determine the component
that impacts the platform and take the necessary actions to fix it.

The fourth layer – Data Quality, is currently performed by IoT Manager using the univariate data analysis,
checking data ranges, and anomalies periodically on the sensor entity. A preliminary study using
multivariate data is presented by Togneri et al. considering the end-to-end dataflow methods to identify
relevant situations, such as sensor failures and the mismatch of contextual sensor information due to
different spatial granularities capture [72].

4.5.4. IoT Entity Observer
The IoT Entity Observer is composed of an IoT Entity Editor (IoTEE) 28 and an IoT Entity Visualizer. The IoTEE
provides the functions of Creating, Reading, Updating, and Deleting (CRUD) Virtual Entities (VE, which
correspond to physical entities managed by SWAMP). The IoT Entity Visualizer is a custom dashboard that
allows end-user and operators to check the status and the historical values (time series) of the managed
entities.

The SWAMP IoTEE stores entities in FIWARE Orion that in turn stores them in MongoDB, which allow the
system to be prepared to deal with data coming from sensors, data needed for the water irrigation and
distribution systems, and data corresponding to irrigation prescriptions generated by the latter and sent to
the irrigation systems. The IoTEE provides a user friendly GUI that eliminates the need for users to handle
directly REST APIs using scripts. Figure 25 shows four IoTEE screenshots for the MATOPIBA Pilot. Figure 25a
shows the main interface with the list of entities of the SWAMP Information Model that can be CRUDed by
the IoTEE, and Figure 25b shows the Entity representation when the user selects Edit/View in the main
screen. Figure 25c shows the Orion Subscription Management interface, where users and have a higher
level control over the current subscriptions of a specific Orion running instance. Managing subscriptions is
cumbersome and currently FIWARE does not provide a graphical interface for helping users in this task.
Also, understanding the relationships among entities may be a complicated matter if the user must do it
mentally, with no help of a visual tool. Therefore, the IoTEE provides an Entity Relationship graph
visualization tool, shown in Figure 25d. Many other features are available in the IoTEE for streamlining the
work of users when dealing with FIWARE Orion in the SWAMP Platform and they have been developed for
addressing real needs of the SWAMP Project when dealing with the management of pilots using the
FIWARE-based SWAMP IoT Platform.

28 http://iotee.swamp-project.org
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a) Entity List – CRUD operations

b) Entity Viewing/Editing
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c) Orion Subscription Management

d) Entity Relationship Graph

Figure 25: SWAMP IoT Entity Editor (IoTEE)

While the IoT Entity Editor allows CRUD operations directly into the entities stored by Orion, the IoT Entity
Visualizer29 allows monitoring historical data stored in Quantum Leap (and consequently in CrateDB
database). In other words, it provides a power dashboard for the end-user to observe and understand the

29 http://dashboard.swamp-project.org
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data coming from the SWAMP IoT and Application platforms. A screenshot of the IoT Entity Visualizer is
depicted in Figure 26.

Figure 26: SWAMP IoT Entity Visualizer

4.5.5. The IoT Manager: Implementation and Results
We implemented and deployed the SWAMP Management Platform in a lab testbed experimentation
environment. We present here the results of failure identification, notification, and the correlation
between IoTManA layers.

Deployment and Modeling
Figure 27 illustrates the testbed used in the experiments, numbering the dataflow, and showing the
placement of each software component. This scenario was deployed in a testbed implementation using
three virtual machines applying the different IoTinuum stages (Mist, Fog, and Cloud), running a complete
solution similar to the SWAMP Platform, but in a controlled cloud environment. SenSE (Sensor Simulation
Environment) [83] is a large-scale synthetic traffic generator, simulating thousands of devices transmitting
LoRaWAN messages to the mist. The IoT Manager executes in an individual machine, not affected by the
changes in the monitored environment. The fog implements a Chirp Stack LoRaWAN server [1], an open-
source software composed by ChirpStack Network Server (ChirpStack NW Server), Redis, PostgreSQL, and
ChirpStack Server. ChirpStack is in charge of the management and communication of LoRa devices, using
the MQTT broker Mosquitto to change information between modules.
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Figure 27: Testbed Representation

The FIWARE IoT Agent consumes data received in the MQTT Broker Mosquitto and transforms it in a format
that can be managed by the FIWARE components Orion and Quantum leap, the NGSI [2] format. The
FIWARE Orion Context Broker is a publish/subscribe broker responsible for creating, registration, update,
notification, and subscriptions in the FIWARE IoT Platform. Orion is the core of the FIWARE platform storing
only the last state of virtual entities in a MongoDB database.

To preserve historical data, Orion must work together with other software components that store data, i.e.,
databases, such as FIWARE Quantum Leap. Quantum Leap subscribes to an entity and is notified by Orion
each time it is updated, converting the data from JSON NGSI to an internal format stored in the CrateDB
database. All software components are deployed as Docker containers, namely Mosquitto, ChirpStack
Network Server, Redis, PostgreSQL, ChirpStack Server, IoT Agent, Orion, MongoDB, QuantumLeap, and
CrateDB.

The SWAMP Management Platform was deployed into the structure illustrated in Figure 28 to exemplify
the behavior of the IoT Manager in IoTManA layers 1, 2 and, 3 (Infrastructure, Software Components, and
Data Flow) applied to a real scenario.  The first layer (Infrastructure) is represented by red edges
establishing the path SenSE→Mist→WANem(Wi-Fi)→Fog→WANem(Internet)→Cloud→DataFlowEnd. Also,
the dependence graph used by the second layer (Software Components) is represented by blue edges, and
the third layer (DataFlow) is an expansion of the Mist, Fog, and Cloud cluster nodes, revealing the software
components and the complete dataflow of the system, respectively.
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Figure 28: SWAMP Management – Evaluation Scenarios

The connection between Mist, Fog, and Cloud components are emulated using a WANem (Wide Area
Network emulator) installation to simulate latency in the Wi-Fi and Internet connections with delays of
45ms in both. In addition to the platform components, one IoT Agent is executed in each virtual machine,
monitoring the four stages of the IoT Computing Continuum: Sensor, Mist, Fog, and Cloud. The
Management IoT Agent collects data from the hardware, software, and communication components and
publishes it in Orion to be available to the IoT Manager in a 60 seconds interval.

The DataFlowEnd entity is a virtual entity with no physical counterpart, representing the data's successful
arrival at the final endpoint of the flow, i.e., Quantum Leap. Since the transmission interval is known (60
seconds), the IoT Manager is responsible for updating the DataFlowEnd entity, analyzing the time interval
between the current time and the last sample collected by the IoT platform. This information is used to
decide if the platform is operative when the last message arrived in less than N times the sampling time,
being N customized to each entity. The IoT Manager can manage different sensor types applying a
DataFlow entity to each of them, managing multiple flows in a system, making it possible to isolate and
manage different sensors entities.

Sensors do not need to be monitored individually, which would be impossible in large deployments with
thousands of devices sending data simultaneously. Instead, dataflows can aggregate multiple sensors of the
same type and monitor their collective behavior. Individual behavior can be detected by a detailed analysis
in the IoT Manager.

 Evaluation Scenario 1: Failure and Operation Detection Time
The first scenario aims to determine the time needed by the IoT Manager to identify and notify a single
failure in a software component and that the system back in operation. We developed a failure injector to
obtain the exact timestamp of the command originating from the failure, avoiding synchronization
problems with a local NTP (Network Time Protocol) server installed in all systems. We used a Weibull
distribution to determine each component's lifetime, thus creating different time windows representing
one hour each. When a time window determines that a specific component will fail, the Docker container
responsible for this component is stopped by the failure injector that stores the timestamp when the
command is executed. This timestamp will be compared with the IoT Manager's first failure notification
timestamp to calculate the interval between failure injection and detection. This method allows the
experiment to be based on a real scenario since the data used to calculate the distribution was collected
from the SWAMP Platform over a five months period. The experiment was replicated 50 times, simulating
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74 weeks of operation. We computed 95% asymptotic confidence intervals that are shown in the results as
error bars.

Figure 29a shows the results of the first scenario. After the failure injection, the IoT Manager detects the
malfunction in a component in a mean time of 91.15 seconds, represented as the picture's blue bar, with a
5.22 confidence interval. The second analysis is represented by the orange bar in the chart: the system is
recovered from a state of failure, and the IoT Manager needed 94.97 seconds with a CI of 3.11 seconds to
detect that the system is fully operative. The long delay to detect is influenced by the periodicity of data
collection.

Evaluation Scenario 2: Dependence Failure Detection Time
The second scenario consists of analyzing the IoT Manager's ability to identify the failure in a software
component and then measure the impact of this failure in the infrastructure. The same method of failure
injection was implemented, and the results are depicted in Figure 29b. After the failure injection, blue in
Figure 29b, the detection time is 90.74 seconds and CI 4.26 seconds, thus comparable to the first scenario.
As soon as the IoT Manager identifies the failure, the Layer 2 graph is analyzed to determine which
software components may be affected, creating an alarm in the IoT Manager. The IoT Manager detects the
dependent entities' failure in the next iteration of the IoT Manager Agent, 60 seconds after the first
component failure detection.

As the IoT Agent cannot directly monitor some components, it is necessary to analyze the graphs and
agents' context information to identify the failure. For example, the ChirpStackNWServer container does
not provide a Health Check endpoint to monitor its availability so that the IoT Agent can only provide
information about the resource usage and status but cannot check if the service is responding successfully.

a) Failure and operation detection time b) Dependence failure detection time

Figure 29: Failure detection time

The IoT Manager updates the DataFlowEnd entity every 60 seconds, comparing its current timestamp to
the sensor's last data arrival. After 120 seconds without data (N=2), the IoT Manager understands that the
dataflow is compromised and is not working correctly, assigning false to the availability status of the
DataFlowEnd entity. Since the DataFlowEnd status is now false, the IoT Manager analyzes the dataflow
Graph used in Layer 3 to determine the flow's breakpoint. Once the system identifies that no software
component or connection status is in a failure state, the ChirpStackNWServer entity is declared as
unavailable, creating an alarm on the dashboard. The time between the interruption of
ChirpStackNWServer and the service unavailability announcement with the failure's root cause is 154.12
seconds with a CI of 9.42 seconds.
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Scenario 3: Handling Multiple Failures
In the third scenario, multiple failures are created to demonstrate how the system handles multiple failure
detection and then determine the breaking point. Figure 30 shows the dashboard30, representing the
dependency graph used by the IoT Manager to manage Layer 2 before the failure, where the dependence
graph is represented as the blue edges and the dataflow as red edges. The fog virtual machine is then
turned off, and since the IoT Agent cannot publish data, the IoT Manager deems unavailable all entities that
are not updated in the last 120 seconds.

Figure 30 shows the state of the same graph after failure detection. The connection entities also fail since
they represent the connectivity between the two entities. In this case, between Mist-Fog and Fog-Cloud,
and one of the entities is in a failure state and cannot respond to the connection test managed by the
agent. After the failure detection time, the IoT Manager determines that the DataFlowEnd is not working
correctly. When the DataFlowEnd entity state is in failure, the manager is triggered to start an analysis in
the graph to find the breakpoint. When a failure is detected, the IoT Manager checks the entities from
which the failed entity is dependent and checks their statuses. If these entities are also in a failure state,
the IoT Manager determines that this is the cause of the failure, creating an alert. In this scenario, each one
of the five failed entities identifies the fog entity as the root cause, creating five notifications to the
sysadmin to analyze the failure.

Figure 30: Management Graph Before Failure

In scenarios 1 and 2, the IoT Manager sends commands to the IoT Agents to restart a Docker container or
process. In the IoT Agent Fog instance, the IoT Manager cannot directly access the agent since the fog is in a
private network with no public IP. In this case, the configuration is set into the virtual entity representing
the component in a fail state. For instance, if the system detects that the Orion container is not operative,
the IoT Manager can set the attribute action in the Orion virtual entity to restart. This action is performed
by the Actuation Manager. The IoT Agent periodically updates the monitored entity information to check

30http://swamp-project.org/iot-manager



SWAMP - 777112 02/12/2020

D1.4 Final SWAMP Platform 49 of 61

for new configurations, which in this case, is a restart command. The IoT Agent now can restart the Orion
Docker container to try to re-establish the service. This feature also allows the IoT Manager to change
configurations as necessary.

Figure 31: Management Graph After Failure

Since the physical machine is off in the third scenario, the Fog IoT Agent is not operative. The IoT Manager
configures the Mist:ChirpStackNWServer entity with a new address to publish its data. The Mist IoT Agent
obtains the new configurations and then restarts the Docker containers with the new configuration to re-
establish the data flow.

4.6. SWAMP Applications
Graphical User Interfaces (GUI) are essential to allow users to interact with the functionalities of the
SWAMP System. Actually, the SWAMP Application System is developed in such a way that different GUIs
can be used, as long as they interact with the SWAMP Platform via the SWAMP API. Even though
applications are classified as been outside of the SWAMP Core Platform, three applications are provided for
farmers and water distributors (Figure 32):

· SWAMP Farmer Application: provides a variety of functionalities for farmers to monitor the water
needs of the crops and analyze the irrigation prescription suggested by the Water Irrigation System
that can be approved as is, changed or rejected. A prototype of the SWAMP Farmer Application is
specified in SWAMP Deliverable D4.2 [14].

· SWAMP Distributor Application: provides a variety of functionalities for water distributors to
monitor water needs of farmers, the level of water inside distribution canals, and the water
distribution optimization suggested by the Water Distribution System that can be approved as is,
changed or rejected. A final version of the SWAMP Distribution Application is specified in SWAMP
Deliverable D4.3 [63].

· SWAMP Gatekeeper Application: provides an interface for the Gatekeeper to interact with the
SWAMP Platform and to be able to actuate manually on the instructions to open and close specific
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gateways. A final version of the SWAMP Gatekeeper Application is also specified in SWAMP
Deliverable D4.3 [63].

Figure 32: SWAMP Applications: Farmer App, Gatekeeper App and Distributor App

4.7. SWAMP External Systems
External systems or services are used by SWAMP System to obtain data that are not directly provided by
within the farm by the SWAMP IoT System, used by Water Need Estimation to precisely compute how
much water is needed by plants. Currently, three external systems provide data to improve the water need
estimation that interface with the SWAMP API (Figure 33):

· Weather Forecast Service: Water need estimation based on agricultural models such as such FAO
56 [2], also known as Penman-Monteith, use weather forecast data along with other data coming
from the crops or soil. There are different free weather forecast services that provide APIs allowing
data to be crawled, such as AccuWeather31, Climatempo32, ARPAE33, AEMET34, and OpenWeather35.
that are currently been used by SWAMP Weather Forecast Providers.

· Drone Management System: The use of drones in SWAMP is mostly for taking images that in turn
are processed by crop image analysis systems. The drone platform is an external system in SWAMP,
as any platform can be used to fly drones and obtain the desired images.

· Crop Image Analysis System: After images are taken by cameras installed in drones, they must be
processed by specific imaging analysis systems to determine the growing state (or phenological
state) of the crop, based on some vegetation indexes such as NDVI36 and LAI37. Different Crop Image
Analysis Systems can be used and the vegetation indexes are then fed to the Water Need
Estimation System.

31 AccuWeather, https://www.accuweather.com
32 Climatempo, https://www.climatempo.com.br
33 ARPAE, https://dati.arpae.it/dataset/erg5-interpolazione-su-griglia-di-dati-meteo
34 AEMET, http://www.aemet.es/
35 OpenWeather, https://openweather.co.uk
36 en.wikipedia.org/wiki/Normalized_difference_vegetation_index
37 en.wikipedia.org/wiki/Leaf_area_index
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Figure 33: External Systems

4.8. The SWAMP Cloud
The SWAMP Cloud hosts most instances of the SWAMP Platform running the SWAMP Pilots. The Open
Stack38 cloud controller is used to implement the SWAMP Cloud39, since it is commonly used together with
the FIWARE Platform, as in FIWARE Lab40. Figure 34 shows some images of the current version of the
SWAMP Cloud. Also, some instances and services of the SWAMP Platform are hosted in the University of
Bologna and in Microsoft Azure public cloud (as a backup).

Figure 34: SWAMP Cloud (swamp-cloud.org)

5. Deploying the SWAMP Platform in an Open IoT Ecosystem
In the current stage of IoT deployment, developers and integrators have to build and deploy the entire end-
to-end software, hardware and communication infrastructure for providing a smart application. Sensors
and actuators must be installed as well as platforms and applications must be developed. In the future,
when billions of devices will be connected, sensing and actuation systems will be already in place. In such
scenario, new applications will be required to use existing legacy sensing and actuation systems, for
streamlining application deployment, backward compatibility and cost savings. This situation will build a

38 openstack.org
39 swamp-cloud.org
40 account.lab.fiware.org
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complex ecosystem of hardware, software and communication components that will require new IoT smart
applications to interact with a variety of other existing and new pieces needed for filing the gaps and
enabling end-to-end smart application deployments to come true. Today, there is a myriad of different
protocols, platforms, APIs, and it is not easy to make everything work together, unless everything is
developed and deployed from scratch by a single organization [36].

The SWAMP Project advocates that openness is a key factor for providing interoperability and facilitating
the interaction of new and existing pieces of an end-to-end IoT smart application. The promotion of
collaboration and building a healthy IoT ecosystem will be highly influenced by various levels of openness
of the solutions, such as open source, open platform, open services, open data and open knowledge. Also,
we understand that the simple and well-known input-process-output (IPO) model of system development
can help setting up a new level of understanding of the very concept of IoT, concerned with sensors and
actuators [37].

There is no single agreed upon concept of IoT, but all tentative definitions recognize the existence of
sensors, whose data is processed and generate commands to be executed by actuators aimed at changing
the state or behavior of a target system. Currently, there is an understanding of some members of the IoT
community that necessarily an IoT solution must work end-to-end, covering the three phases of IoT IPO
model: input, process, and output. However, this view is an incomplete picture of the IoT scenario because
current projects must usually develop and deploy everything to make it work. We also understand that the
process phase of the IoT IPO is concerned with platforms full of services that interact with each other. In
the future ecosystem, clearly understanding the scenario and providing ways to interconnect the pieces is
paramount to the success of new smart applications.

5.1. An IoT Input-Process-Output Model for Smart Applications
In an IoT smart application, data collected by sensors in the field are transmitted to some place where they
are processed (usually a cloud, public or private) and, as a result, commands are sent to actuators to
change the behavior of the system. Generally speaking, we can identify three major parts or systems that
make up the entire end-to-end data flow and its transformation, borrowing from the IPO model:

· IoT Input System: also known as sensing system, involves data gathering from different sources,
mainly from of sensors, but also from external services, such as weather forecast. It encompasses
sensing devices and communication technologies. In other words, IoT Input provides data in a
standard protocol (e.g. MQTT) and an agreed data format.

· IoT Process System: involves a myriad of techniques, methods and algorithms for effective and
efficient data storage and processing, aiming at obtaining an improved understanding of the system
where the data comes from, and making decisions that will change system behavior automatically.

· IoT Output System: also known as actuation system, involves the control and change of operational
status of the actuation system via commands for actuators. It also involves the use of
communication technologies and devices that perform the desired features.

Smart applications of different types may be modeled as IoT IPO systems. For example:

· Smart Irrigation: Inputs are soil sensor and weather station data, also weather forecast information;
Process is running physical and data-driven (e.g. machine learning) models of water need
estimation and irrigation planning; Outputs are commands send to pumps, valves, filters and
sprinklers for irrigation.

· Smart Traffic Management: Inputs are GPS coordinates of vehicles in real time and information fed
by users; Process is graph modeling and shortest path algorithms; Outputs are instructions given by
the application to the driver (ex. Waze).



SWAMP - 777112 02/12/2020

D1.4 Final SWAMP Platform 53 of 61

· Smart Healthcare: Inputs are vital signals and movement patterns, ECG and fall detection; Process
is identification of abnormalities compared to normal behavior; Outputs are alarms sent to health
professionals to take actions to preserve the physical integrity of patients, such as sending
paramedics in an ambulance.

· Smart Manufacturing: Inputs are operational data coming from machines; Process is comparing
them to the normal operation conditions and identification of deviation for the predetermined
parameters; Outputs are commands to actuators to reestablish the normal behavior or take any
other corrective actions, including stopping machines and sounding alarms.

5.2. Openness: Key enabler for IoT-based Smart Applications
The promotion of collaboration and building a healthy ecosystem for IoT will be highly influenced by
various levels of openness of the solutions. A true open business and research ecosystem must be pursued,
based on multiple levels of openness, such as a) open source software; b) open data; c) open access; d)
open innovation; e) open prototypes; f) open experiences; g) open experiments [38]. Whereas some of
these levels of openness are widely known, others are still in development. The key challenge here is how
to promote such open ecosystem where openness is a pervasive value and stimulates collaboration.
Everything should be considered open by design, except for some specific cases such as privacy or
intellectual property management [38].

Sophisticated IoT Systems dealing with huge amounts of data coming from sensors generated by IoT-
based applications are perfect candidates for business exploitation in different business cases, leveraging
from the openness perspective:

· Open Source (code sharing): The platform maybe be freely shared as open source and business can
be developed as consultancy services

· Open Platform (platform sharing): In this case, the platform is also offered as a service (Platform as
a Service), for organizations that do not want to deal with system operation.

· Open Services (service sharing): services or microservices shared via well-known and open APIs.

· Open Data (data sharing): data can be provided as a service under a certain fee for consumers
interested in them. In other words, raw data becomes an important asset in the business case,
where users connect to the platform and consume data. Here the use of ontologies play an
important role.

· Open Knowledge (knowledge sharing): Build upon the open data business case, in this open
knowledge business case the provider can share not only raw data, but knowledge generated by
smart algorithms based on artificial intelligence techniques (e.g. machine learning). Different
applications may share different knowledge. For example, a smart irrigation system may share
models and results in the form of irrigation prescription maps.

5.3. An Open IoT Ecosystem for Smart Irrigation
The SWAMP project is the source of inspiration for our view of an Open IoT Ecosystem, which can be the
basis of any smart application, although in our case it is particularly applied to irrigation in agriculture. The
experience with the development of the SWAMP Platform for the four pilots has been bringing us
important insights of challenges and how they should be addressed to foster the development of IoT and
provide a faster time to market.

Currently, a good deal of researchers, developers, integrators and practitioners in general consider
that necessarily an IoT solution must work end-to-end, covering the three phases of IoT IPO model: input,
process, and output. However, this view is an incomplete picture of the IoT scenario, because at these early
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days of IoT, deployments usually find no infrastructure in place and therefore everything must be
developed from scratch. In fact, there might be a wealth of different ways of implementing IoT systems and
not all of them involve the direct access to both sensors and actuators.

As the deployment of IoT Smart Applications become more common, in the near future legacy sensing
(input), platform (process), and actuation (output) systems will be already installed. Obviously, this might
be seen as both a benefit and a drawback. It is a benefit because the existing infrastructure accelerates the
deployment of new smart applications. Also, it is a drawback because legacy systems frequently impose
limitations to the offering of modern technologies.

Therefore, in a truly Open IoT Ecosystem smart applications will need to interact with different existing
and new system in the three phases of the IPO model. Sometimes the existing sensing and actuation
systems will belong to the platform developer/integrator that will be able to improve it. Also, sometimes it
will belong to third-party providers and the interfacing will need to be via well-known and agreed-upon
APIs, most likely running in public or private clouds. In other words, platform developers (such as the
SWAMP project members) will have to address both concerns of directly dealing with sensors and
actuators, as well as to existing sensing and actuation systems, treated as external systems.

Figure 35 depicts different possibilities for an end-to-end IoT Smart Application to deal with the three
phases of the IPO Model. In the center we represent the SWAMP approach for the Intercrop pilot, also
currently the most common one, where the platform must be developed as well as sensors and actuators
must be controlled directly by the platform. However, other combinations are possible. For the MATOPIBA
pilot, SWAMP manages the sensors to collect data (top left picture), processes it in the platform and
interacts with an existing irrigation system for output provided by Focking41. For the Guaspari pilot, SWAMP
also manages sensors and the platform, and interacts with the irrigation system provided by Netafim42. The
CBEC pilot is not represented in Figure 35 as it is focused on water distribution.

41 fockink.ind.br
42 netafim.com
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Figure 35: An Open IoT Ecosystem for Smart Irrigation

Figure 35 also illustrates different interactions in an Open IoT Ecosystem. The bottom strip depicts an
end-to-end system where sensing, platform and irrigation belong to the same company. Furthermore,
there might a variety of platforms that provide and use different services among each other. For example,
irrigation services may be provided by SWAMP to other IoT Platforms.

Figure 36 and Figure 37 depict end-to-end smart irrigation scenarios to further illustrate the working of
two different types of interactions of the Open IoT Ecosystem. They present simplified views of an IoT
infrastructure deployment for smart irrigation, consisting of four locations following an IoT computing
continuum, composed of Device (sensors and actuators), Mist (field nodes such as gateways), Fog (farm on-
premise computing infrastructure) and Cloud (data storage and processing place). The four instances of this
continuum define the end-to-end data path starting with data collected by sensors up to commands
executed by actuators.

Figure 36 illustrates a scenario where input (sensing), process (platform) and output (irrigation) belong
to the same organization, which is currently the most common deployment strategy. The numbers in blue
circles represent a simplified sequence of the end-to-end data path. Soil moisture sensors send data via
LoRaWAN to the gateway installed in the Mist node (1). A weather station also sends data to the Mist node,
but via a serial wired interface (1). From there, the Mist node forwards data packets to the Fog installed in
the farm office where mostly IoT communications and data checking functions are performed (2). From
there, data is sent through the Internet (4G) directly to the IoT Platform (e.g. FIWARE) in the cloud (3),
passing it to irrigation specific components (4), represented as Irrigation Planning that abstracts the
functions of water need estimation based on crop and soil information and irrigation optimization that
generates an optimized and real prescription that is aware of different physical and financial constraints (5).
Farmers are shown the irrigation prescription via the Farmer App (5) and approve or change it, which in
turn is sent back to Irrigation Operation (6) that controls the irrigation system. From there, irrigation
commands follow the way back to the Mist going through the IoT Platform (7) and Internet (8) and Fog (9).
Finally, irrigation commands reach sprinklers, pumps and valves (10).
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Figure 36: End-to-end data flow where input (sensing), process (platform) and output (irrigation)
belong to the same organization

Figure 37 is similar to Figure 36 in the platform phase, but differs in the way the interaction with
sensors and actuators is performed. In this case, there is a sensing and an irrigation system installed and
the platform interacts with them via APIs that provide services running in different clouds. Notice that the
Open IoT Ecosystem allows a variety of different interaction patterns, and Figure 37 represents only one
possibility in the specific case where input (sensing), process (platform) and output (irrigation) belong to
different organizations. Also, Figure 37 does not contain a fog node, since the decision regarding its
deployment is up to the of sensing and irrigation infrastructure providers.

Figure 37: End-to-end data flow where input (sensing), process (platform) and output (irrigation)
belong to different organizations

6. Final Remarks
This document describes the final SWAMP Platform, as it was designed, implemented, composed, and
deployed in the pilots. The fact that SWAMP had to deal with four pilots presented a challenge, but also an
opportunity to build a platform that is generic and flexible enough to adapt to different scenarios, farms,
crops, countries, climates, and contexts. In turn, these characteristics yielded different requirements,
constraints, characteristics, and expectations, both from a technological and an agronomical point of view.
Also, early experiments of performance analysis, not reported here, revealed that the SWAMP Platform can
scale to thousands of sensors, even though SWAMP pilots will not generate a workload high enough to
stress the infrastructure [35][39][83][84].
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Another challenge faced by the project was to build and operate a fully automated running platform that
collects data from sensors, weather stations, crops, and weather forecast services, as well as transmits,
stores, and process physical and data-driven models to estimate the water needs of the crops. Even though
SWAMP targeted a TRL 7, in some cases we had to develop services with an almost production level that
required much effort of the team. The integrated work of different partners from different institutions
facilitated the development of a comprehensive SWAMP Platform.

Finally, some aspects of the SWAMP Platform achieved a level of criticality that was not initially planned
and required additional design and development effort. This is the case of the SWAMP Management
Platform, which since the beginning revealed to be and essential feature in any successful IoT deployment,
because of the inherent distributed nature of such applications that cover a large geographical area with
software, hardware, and communication components deployed in different states of an IoT Computing
Continuum (IoTinuum). Also, the very concept of IoTinuum was a contribution of the SWAMP Project,
which can be used in other deployments of IoT Smart Applications, not only in irrigation.
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